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Chapter 1

Introduction
This manuscript gives a quick overview of a selected part of my research since (and
including) my PhD work. The aim of this document is to obtain the HdR (French’s
habilitation to supervise research), that would grant me the permission to supervise
PhD students. The full-versions of my papers are available on my webpage:
http://www.cmap.polytechnique.fr/~gaiffas/
In Chapter 2, I describe my work in the field of nonparametric regression and aggregation
theory. Section 2.1 describes my PhD work about nonparametric regression, minimax
theory and adaptive estimation. This work gives a systematic theoretical analysis of
pointwise and uniform estimation of the regression function. It gives in particular explicit distorted minimax rates, when the design distibution is degenerate locally. We
construct herein procedures that are both adaptive to the smoothness of the regression
function and to the distribution of the design. In Sections 2.2, 2.3 and 2.4, I describe research that followed my PhD, on topics close to nonparametric regression and statistical
learning theory. Section 2.2 is about nonparametric adaptive estimation of the regression, in a setting where the noise has a martingale increment structure. It is a general
setting that includes autoregression as a particular case, which required a new probabilistic result concerning the stability of self-normalized martingales in discrete time.
Aggregation theory is studied in Section 2.3, where we construct an optimal aggregation
procedure that depends only on two elements from a dictionary of weak learners. This
is particularly relevent when one wants to keep the sparsity properties of weak learners
for instance. In Section 2.4, we combine aggregation and local polynomial estimation
techniques to prove a conjecture about the minimax rate in the single-index model.
An estimator both adaptive to the index and to the smoothness of the link function is
proposed.
In Chapter 3, I describe my work about statistical learning for events models. Section 3.1 gives a quick introduction of this topic. Adaptive estimation of the intensity
of a marked counting process is described in Section 3.2. Using model-selection techniques, we prove minimax rates on an anisotropic class of functions for this problem,
together with a minimax lower bound. We study `1 -penalization for survival analysis in
Section 3.3, in the model of additive risks. We prove a sharp oracle inequality and introduce a precise tuning of the `1 -penalization in this context, based on data-driven weights.
In Section 3.4, we consider the problem of segmentation of the intensity of a counting
process, based on the total-variation penalization. Once again, we exhibit data-driven
weights to finely tune the penalization in this context, and prove oracle inequalities and
consistency for the problem of change-point detection. A doubly stochastic proximal
1
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gradient descent algorithm is described in Section 3.5. This algorithm is particularly
suited to problems where a single gradient computation has a complexity comparable
to the one of the gradient on the full dataset. This algorithm combines ideas from
stochastic gradient descent with variance reduction and Monte-Carlo Markov Chains
approximations. It allows to reduce the training time of the Cox model, when using
the partial likelihood, which is the core method used in survival analysis. We prove linear convergence under smoothness and strong convexity of the objective, and sub-linear
convergence when the objective is smooth only.
In Chapter 4, I describe works on graph dynamics and graph recovery using patterns of timestamps. The procedures constructed in this Chapter are based on convex
relaxation of the sparsity and the rank of the adjancency matrix, through the `1 -norm
and trace norm. In Section 4.1, we consider an autoregression model for some graph
features. We exploit this structure to obtain a better prediction of the next snapshot of
the adjacency matrix. We prove sharp oracle inequalities for this problem, and illustrate
numerically the benefits of such a dynamical approach. In Section 4.2, we consider the
multivariate Hawkes process for modelling the timestamps of users actions on a social
media, such as a social network. We prove sharp oracle inequalities for this problem,
which required new probabilistic results, namely deviation inequalities for matrix martingales in continuous time.
Below are the list of my papers described in this manuscript, and the list of papers
that are not.
List of papers described in this manuscript.
• M. Achab, A. Guilloux, S. Gaı̈ffas, and M. Bacry. Large-scale survival analysis
using a doubly stochastic gradient descent algorithm. arXiv Preprint, 2015.
• M. Z. Alaya, S. Gaı̈ffas, and A. Guilloux. Learning the intensity of time events
with change-points. IEEE Transactions on Information Theory, 2015.
• E. Bacry, S. Gaı̈ffas, and J.-F. Muzy. A generalization error bound for sparse and
low-rank multivariate hawkes processes. arXiv preprint arXiv:1501.00725, 2015.
• E. Bacry, S. Gaı̈ffas, and J.-F. Muzy. Concentration for matrix martingales
in continuous time and microscopic activity of social networks. arXiv preprint
arXiv:1412.7705, 2014.
• E. Richard, S. Gaı̈ffas, and N. Vayatis. Link prediction in graphs with autoregressive features. In Advances in Neural Information Processing Systems 25, pages
2843–2851. 2012.
• E. Richard, S. Gaı̈ffas, and N. Vayatis. Link prediction in graphs with autoregressive features. J. Mach. Learn. Res., 15:565–593, 2014.
• S. Gaı̈ffas and A. Guilloux. High-dimensional additive hazards models and the
lasso. Electronic Journal of Statistics, 6:522–546, 2012.
• S. Gaı̈ffas and G. Lecué. Sharp oracle inequalities for high-dimensional matrix
prediction. Information Theory, IEEE Transactions on, 57(10):6942 –6957, oct.
2011.
• S. Gaı̈ffas and G. Lecué. Hyper-sparse optimal aggregation.
Machine Learning Research, 12:1813–1833, 2011.
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• F. Comte, S. Gaı̈ffas, and A. Guilloux. Adaptive estimation of the conditional
intensity of marker-dependent counting processes. Ann. Inst. Henri Poincaré
Probab. Stat., 47(4):1171–1196, 2011.
• S. Delattre and S. Gaı̈ffas. Nonparametric regression with martingale increment
errors. Stochastic Processes and their Applications, 121(12):2899–2924, 2011.
• S. Gaı̈ffas and G. Lecué. Optimal rates and adaptation in the single-index model
using aggregation. Electronic Journal of Statistics, 1(1):538–573, 2007.
• S. Gaı̈ffas. Global estimation of a signal based on inhomogeneous data. Statistica
Sinica, 19:427–447, 2009.
• S. Gaı̈ffas. Sharp estimation in sup norm with random design. Statist. Probab.
Lett., 77(8):782–794, 2007.
• S. Gaı̈ffas. On pointwise adaptive curve estimation based on inhomogeneous data.
ESAIM: Probability and Statistics, 11:344–364, 2007.
• S. Gaı̈ffas. Convergence rates for pointwise curve estimation with a degenerate
design. Mathematical Methods of Statistics, 1(14):1–27, 2005.
Other papers.
• S. Gaı̈ffas, O. Klopp, High dimensional matrix estimation with unknown variance
of the noise, submitted
• S. Gaı̈ffas, B. Michel. Sparse Bayesian unsupervised learning. Technical report,
available on the authors’s webpage, 2012
• S. Gaı̈ffas, G. Lecué. Weighted algorithms for compressed sensing and matrix
completion. eprint arXiv:1107.1638, 2011
• S. Gaı̈ffas, G. Lecué. Sharp oracle inequalities for the prediction of a high dimensional noisy matrix. IEEE Transactions on Information Theory, 57 (10), p. 69426957, oct. 2011
• S. Gaı̈ffas, A. Guilloux. Learning and adaptive estimation for marker-dependent
counting processes. eprint arXiv:0909.5342
• S. Gaı̈ffas, G. Lecué. Aggregation of penalized empirical risk minimizers in regression. Technical report, available on the authors’s webpage

4

CHAPTER 1. INTRODUCTION

Chapter 2

Nonparametric regression,
adaptive estimation, minimax
theory and aggregation theory
The papers described and commented in this Chapter are [67, 69, 70, 71, 73, 74, 54]
This Chapter describes the research I did in the field of nonparametric estimation,
with an emphasis on minimax theory, adaptive estimation and aggregation theory. During my PhD under the supervision of M. Hoffmann [68], I focused on the adaptive estimation of the regression function, the corresponding publications being [67, 69, 70, 71].
The aim of the PhD, which is described in Section 2.1 below, was two-fold:
• Construct an adaptive estimator of the regression function, based on Lepski’s
bandwidth selection rule, which is robust to the distribution of the design, see
Section 2.1.1 below ;
• Understand the impact of a degenerate behaviour of the design distribution (the
density is vanishing or not-finite at some point) on the minimax rate. A summary
of these results is given in Section 2.1.2 below.
After this PhD work, I worked with G. Lecué on a conjecture by Stone (1982) [168]
about the minimax rates in the single-index model. This work is published in [73]
and described in Section 2.4 below. To solve this problem we combined results for
local polynomial estimation developed in my PhD with an aggregation technique based
on exponential weights. By combining these techniques, we were able to construct an
adaptive estimator, both adaptive to the smoothness of the link function and adaptive
to the unknown index. A technical connection with my PhD work was that in the singleindex model, the distribution of the projected covariates is typically degenerate at some
points, which is issue solved in my earlier works.
I then continued to work with G. Lecué on aggregation theory: we wanted to understand if it is possible to construct an aggregation procedure that combines a minimal
number of weak learners. We constructed a procedure that combines in the end only
two weak learners, and published this work in [74]. This work is described in Section 2.3
below.
In parallel, I worked with S. Delattre on the nonparametric estimation of the regression function. We wanted to obtain a convergence rate for an adaptive estimator
of the regression function, without the independence, ergodicity or mixing assumptions
5
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that are usually used in statistics to prove such results. We solved this problem by
considering a regression model with martingale increments, which is a natural structure
encompassing regression and autoregression models at the same time. We proved that
Lepski’s bandwidth selection rule is strongly adaptive in this case, in the sense that it
achieves, without any ergodicity assumption, a random convergence rate, that matches
the deterministic minimax rate under ergodicity assumptions. This work is published
in [54] and described in Section 2.2 below. It required a new result on self-normalized
martingales, that we called “stability for self-normalized martingales”, which is of independent interest.

2.1

Nonparametric regression on a random design

In [67, 69, 70, 71], we study the nonparametric estimation of the regression function on a
random design. This is motivated by the fact that the sampling of a signal is not uniform
in applications, such as disparity compensation (used in advanced video processing),
where local loss of data occurs, and topography signals, where the ground property
impacts the local number of measures. We construct an adaptive estimator that adapts
both on the local smoothness of the regression function, and on the local behaviour of
the design. Our procedure is based on Lepski’s adaptive bandwidth selection, that we
adapt to the local polynomial estimator. Minimax rates of convergence are derived for
this problem, where we exhibit how the minimax rate is distorted by the local behavior
of the design distribution. In [67, 69] we consider pointwise estimation, while estimation
in sup-norm is considered in [70, 71].
We assume that we observe i.i.d copies (X1 , Y1 ), . . . , (Xn , Yn ) of (X, Y ) ∈ [0, 1] × R,
1 ≤ i ≤ n satisfying
Y = f (X) + σξ,
where f : [0, 1] → R is the signal of interest, where the distribution PX of X has density
fX with respect to the Lebesgue measure, and where ξ is N (0, 1) noise, independent
ofX. We want to recover f nonparametrically based on (X1 , Y1 ), . . . , (Xn , Yn ).

2.1.1

A new adaptive estimator

Since the early works by [63] and [111, 112], a vast literature concerned with nonparametric adaptive estimation appeared, in particular thanks to the non-linear smoothing
techniques, such as wavelet thresholding, initiated by [59] and [60]. Adaptive techniques
can be grouped in mainly 3 parts:
• Wavelets coefficients thresholding: [7], [8], [32], [55, 56], [96]
• Model-selection: [17], [27]
• Lespki’s method (adaptive bandwidth selection): [111, 112], [77], [113], [114] and
[166].
This list is non-exhaustive, and corresponds to the works available at the time of my PhD.
For wavelets coefficients thresholding and model-selection methods, the cited references
are concerned only with nonparametric regression on an irregular or random design.
I describe now the estimator developped in [69]. It is based on a new version of
Lepski’s procedure [112, 113, 114] for adaptive bandwidth selection, that we use on
local polynomial estimators [66]. The local polynomial estimator is a well-known linear
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smoother, which is revelant in our setting as it is known to be robust to the design
distribution, see [167], [65, 66] and [178].
Fix an estimation point x0 ∈ (0, 1), k ∈ N and an interval I ⊂ [0, 1] containing
x0 , that we call bandwidth. The idea of local polynomial estimation is to look for the
polynomial f¯I of order k that minimizes the least squares criterion using only data in I:
f¯I := argmin
Q∈Pk

n
X
(Yi − Q(Xi − x0 ))2 1Xi ∈I ,

(2.1)

i=1

where Pk is the set of all real polynomials of order at most k. An estimator of f (x0 ) is
then given by f¯I (x0 ). Introducing the empirical measure and inner product
n

1X
1
Pn (J) :=
1Xi ∈J and hf, giJ :=
n
Pn (J)
i=1

Z
f g dPn ,
J

for any interval J ⊂ [0, 1] s.t. Pn (J) > 0, we can rewrite (2.1) in the following variational
form, in which we look for f¯I ∈ Pk such that for any φ ∈ Pk ,
hf¯I , φiI = hY, φiI ,

(2.2)

where it suffices to consider only the power functions φp (·) = (· − x0 )p , 0 ≤ p ≤ k. The
coefficients θ̄I ∈ Rk+1 of f¯I are solution of the linear system
XI θ = YI , where (XI )p,q := hφp , φq iI

and

(YI )p := hY, φp iI for 0 ≤ p, q ≤ k.

In order to deal with eventual ill-conditioning of X I , we consider instead
X̄I := XI + p

1
nPn (I)

I k+1 1λ(XI )≤ √

1
nPn (I)

,

where I k+1 is the identity matrix in Rk+1 and λ(M ) is the smallest eigenvalue of a
matrix M . Then, we consider the solution θbI of the linear system
X̄I θ = YI ,
and denote by fbI the polynomial with coefficients θbI . The optimal choice of I depends
on the local smoothness of f around x0 . This choice can be done automatically using
the following procedure.
The recipe of Lepski’s procedure is as follows: if a family of estimators can be “wellsorted” by their respective variances, select the largest bandwidth leading to an estimator
that does not differ “significantly” from estimators with a smaller bandwidth. When fbI
is close to f (that is, when I is well-chosen), we have in view of (2.2):
hfbJ − fbI , φiJ = hY − fbI , φiJ ≈ hY − f, φiJ = hξ, φiJ ,
for any J ⊂ I, φ ∈ Pk , the right-hand side being a noise term with controllable fluctuations. Introducing a grid Gn (see below), we select
Ibn = argmax µ̄n (I),
I∈Gn

under the constraint that the noise is smaller than an appropriate threshold for all J ⊂ I:
|hfbJ − fbI , φm iJ | ≤ kφm kJ Tn (I, J)

∀J ∈ Gn , J ⊂ I, ∀m ∈ {0, . . . , k},

8
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where kgkI := hg, giI

and where
h 2 log n 1/2
 log(nP (I)) 1/2 i
n
Tn (I, J) := σ
+ ck
,
nPn (I)
nPn (J)

with ck := c(1 + (k + 1)1/2 ) and c > 0 is a purely numerical constant. The estimator is
then given by fbn (x0 ) := fbIbn (x0 ). An example of grid is given by
Gn :=

[log2 (j+1)] [log2 (n−j)] n

[

[

p=0

q=0



X(j+1−[2p ]) , X(j+[2q ])

o
,

where X(i) is such that X(i) < X(i+1) , with X(0) = 0 and X(n+1) = 1.
In [71] we modified this procedure slightly to derive sup-norm convergence rates, by
using an extra interpolation step using a multi-resolution analysis. In [70] we constructed
a procedure combining local polynomial estimation and kernel estimation with a kernel
given as the solution of an optimal recovery problem, see [57], in order to reach the
asymptotically sharp minimax constant.
Next we give theoretical guarantees for this procedure, using minimax theory, and
explain that the proposed procedure is adaptive both on the local smoothness of f , but
also on the local behaviour of fX .

2.1.2

Minimax theory and distorted minimax rates

Minimax theory. The minimax risk, introduced in [183], is a theoretical measure of
complexity of estimation over a set of functions, see [178] for a good introduction on this
topic. Given a set of functions F and a (pseudo-)metric d, the minimax risk is given by
Rn (F, d) := inf sup Ed(fˆ, f ),
fˆ f ∈F

where the infimum is taken over all estimators, namely functions measurable with respect
to (X1 , Y1 ), . . . , (Xn , Yn ). We say that a deterministic sequence ψn is the minimax rate
whenever
Rn (F, d)  ψn ,
where an  bn means 0 < lim inf n an /bn ≤ lim supn an /bn < +∞. In our setting, we will
see that Rn (F, d) depends not only on F , but also on the local behaviour of PX . The
sequence ψn is a measure of complexity of the estimation problem for the set F and the
pseudo-metric d. In [67, 69, 70, 71] we consider
• dx0 (f, g) = |f (x0 ) − g(x0 )| for a fixed x0 ∈ (0, 1)
• d∞ (f, g) = kf − gk∞ = supx∈[0,1] |f (x) − g(x)|
corresponding respectively to pointwise and sup-norm minimax risks. These “extreme”
metric choices allow us to exhibit minimax rates that are locally distorted, in situations
where we have
fX (x0 ) = 0 or lim fX (x) = +∞.
x→x0

For sup-norm risk, we also consider in [70, 71] a convergence rate that depends on the
location, by introducing the risk
h
i
sup E sup rn (x)−1 |fˆn (x) − f (x)| ,
(2.3)
f ∈F

x∈[0,1]

where rn (·) > 0 is a sequence of location-dependent rates. When (2.3) remains bounded,
we say that rn is an upper bound, and we introduce a notion of optimality for such
location-dependent rates in [71].
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Local behaviour of the design. In order to put structure on the local behaviour of
fX around a point x0 , we consider classes of regular variation [26]. A function g : R+ →
R+ is β-regularly varying (at 0) if it is continuous and if
lim g(xh)/g(h) = xβ

h→0+

for any x > 0. A 0-regularly varying function is called slowly-varying. We assume that
fX (· − x0 ) and fX (· + x0 ) are both β-regularly varying for β ≥ −1, which means that
fX (x) ≈ |x − x0 |β `(|x − x0 |) for x close to x0 , where ` is a slowly varying function (a
logarithm for instance). We also consider in [67] the class of Γ-varying functions [26],
which contains for instance cases where fX (x) ≈ exp(−1/|x − x0 |β ) for x close to x0 ,
with fX (x0 ) = 0.

2.1.3

Overview of results

Pointwise estimation. We give in Table 2.1 a summary of our results concerning
pointwise minimax rates, including some previous results that can be found in literature.
In these results we consider a class F of functions that are s-Hölderian locally around
x0 , namely such that
|f (bsc) (x) − f (bsc) (x0 )| ≤ L|x − x0 |s−bsc

(2.4)

for any x close to x0 , where s, L > 0 and bsc is the largest integer smaller than s.
In [67, 69] we considered actually a more general local modulus of continuity, based on
s-regular variation.
We observe from Table 2.1 that the range of minimax rates for pointwise estimation
depends strongly on the local behaviour of fX , and ranges from very slow rates of
logarithmic order, to almost parametric n−1/2 rates. These rates are achieved (up to
an unavoidable extra log n term for pointwise adaptive estimation [69]) by the adaptive
procedure described in Section 2.1.1, which is therefore adaptive to the smoothness of
f , but also robust to the distribution of X, as it always reaches the minimax rate, even
when fX is degenerate at x0 .
Reference
[167]
[83]
[81, 82]
[67]
[67, 69]

Design
fX (x0 ) > 0 and fX continuous
fX (x) ≈ |x − x0 |β , β ≥ 0
fX (x) ≈ |x − x0 |β , β ≥ −1
fX is Γ-varying
fX (x) ≈ exp(−1/|x − x0 |β ) with β > 0
fX β-regularly varying with β ≥ −1
fX (x) ≈ |x − x0 |β , β ≥ −1
fX (x) ≈ |x − x0 |−1 `(|x − x0 |), β ≥ −1

Regularity
s>0
s=2
s=1
s>0
s>0
s>0
s>0
s>0

Minimax rate ψn
n−s/(2s+1)
n−2/(5+β)
n−1/(3+β)
`(1/n)
(log n)−s/β
n−s/(2s+β+1) `(1/n)
n−s/(2s+β+1)
n−1/2 `(1/n)

Table 2.1: A summary of pointwise minimax rates with references. The function ` is a generic slowly
varying function, which is explicited on particular cases. Our results prove that the range of minimax
rates for pointwise estimation depends strongly on the local behaviour of fX , and that it ranges from
very slow (of logarithmic order) to very fast rates rates (of almost parametric n−1/2 order). These rates
are achieved by the smoothness adaptive and design adaptive procedure described in Section 2.1.1.

Sup-norm estimation. In [70] we construct a procedure fˆn combining local polynomial estimation and kernel estimation with a kernel given as the solution of an optimal

10

CHAPTER 2. NONPARAMETRIC REGRESSION

recovery problem [57]. We consider the set F (s, L) of smooth functions satisfying (2.4)
for any x, x0 ∈ [0, 1], which are bounded on [0, 1] by some constant. We assume also
that fX is positive on [0, 1] and Lipshitz. In this setting, we proved that our estimator
is asymptotically minimax, and that it achieves the minimax optimal constant. Namely,
we proved that
 

 nf (x) s/(2s+1)
X
b
lim sup sup E w sup
|fn (x) − f (x)|
≤ w(C),
log n
n→+∞ f ∈F (s,L)
x∈[0,1]
where w is a continuous, non-negative and nondecreasing loss function, and where
 2 s/(2s+1)
C = σ 2s/(2s+1) L1/(2s+1) ϕs (0)
2s + 1
with ϕs defined as the solution of the optimisation problem
ϕs := argmax ϕ(0),
ϕ∈F (s,1;R),
kϕk2 ≤1

where F (s, L; R) is the extension of F (s, L) to the whole real line and k · k2 is the L2 (R)
norm. Some remarks are in order:
• The rate of convergence [log n/(nfX (x))]s/(2s+1) is location dependent, and we
prove in [70] that this rate is minimax sharp optimal, according to a notion of
“strong” minimax sharp optimality introduced herein. In this notion of strong
minimax optimality, we replace supx∈[0,1] by supx∈In in the statement of the lower
bound, where In is an arbitrary interval, with a length that can go to zero with n.
• The constant C is defined via the solution of an optimisation problem which is
connected to optimal recovery, see [57, 109, 110]. It can be explicited as
C := σ

2s/(2s+1) 1/(2s+1)

L

 s + 1 s/(2s+1)
2s2

for s ∈ [0, 1].
A comparison of our results with previous results from literature is given in Table 2.2.
Reference

Model

Smoothess

[57]

White noise

s>0

[105]

Regression with Xi = i/n

s ∈ [0, 1]

[22]

Regression with random Xi

s ∈ [0, 1]

[70]

Regression with random Xi

s>0

Sharp minimax rate
log n s/(2s+1)
n
log n s/(2s+1)
n
s/(2s+1)
log n
n inf x fX (x)
log n s/(2s+1)
nfX (x)

Table 2.2: Our results [70] extend [57, 105] to the regression on a random design. Our rate is better
than the one given in [22], and our results are more general as they hold for any s > 0, thanks to the use
of optimal recovery techniques. Our minimax rate is optimal in a strong minimax way, and is achieved
by an estimator mixing local polynomial estimation and kernel estimation with a sharp kernel obtained
as the solution of an optimal recovery problem.

In [71] we construct an adaptive procedure based on the one constructed in Section 2.1.1, that we interpolate using a multi-resolution analysis. By doing that we can
prove rates of convergence for the sup-norm, in cases where the density fX can be degenerate (fX (x) = 0) for a finite number of points x ∈ [0, 1]. In this setting we prove
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that the minimax rate is given by rn (x) = hn (x)s , where hn (x) is defined by the implicit
equation
1/2

log n
s
hn (x) =
.
R x+h (x)
n x−hnn(x) fX (t)dt
We prove in [71] that this rate is minimax optimal. It typically distorts depending on
the local behaviour of fX . An explicit instance of distorted rate can be computed for
fX (x) = 4|x − 1/2|1[0,1] (x) and s = 1. We obtain in this case

log n 1/3



n(1−2x)



 
rn (x) = 1 (x − 1 )4 +
2
2






log n 1/3


h
if x ∈ 0, 12 −
4 log n
n

1/2

− (x −

1 2
2)

1/2
if x ∈

h

1
2

−

log n 1/2
21/2 n

log n 1/2 1
,2
21/2 n

i

;

+
h
i
n 1/2
if x ∈ 12 + 2log
,1 ,
1/2 n

n(2x−1)

log n 1/2
21/2 n

(2.5)
that we plot for several value of n in Figure 2.1. An important point it to observe the
distortion of the minimax rate: when x is appart for 1/2 (where fX (1/2) = 0), the rate
is of order [(log n)/n]1/3 . This corresponds to the minimax rate [(log n)/n]s/(2s+1) with
s = 1. When x gets closer to 1/2, the rate is of order [(log n)/n]1/4 . This corresponds to
the rate [(log n)/n]s/(2s+β+1) (see Table 2.1) with s = 1 and β = 1, since in this example
fX is 1-regularly varying at 1/2.
0.6

rn with n = 100
n = 1000
n = 10000
n = 100000
µ

0.5

0.4

0.3

0.2

0.1

0
0

0.2

0.4

0.6

0.8

1

Figure 2.1: Distorted rate rn (·) from (2.5) for n = 100, 1000, 10000

2.1.4

Conclusion

This section provides a short description of my PhD work, published in [67, 69, 70, 71].
My main contributions are as follows:
• Construction of a procedure both adaptive to the smoothness of the regression and
to the design distribution, see Section 2.1.1;

i

;
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• A systemetic treatment of pointwise minimax rate for degenerate designs, and a
better understanding of the impact of the local behaviour of the design on the
minimax rates, see Table 2.1;
• Improvement of existing sharp minimax optimal rates for sup-norm estimation, see
Table 2.2;
• A minimax optimality criterion for location-dependent minimax rates, see [70, 71];
• An understanding of the distortion induced by design degeneracy on the minimax
rate for sup-norm estimation, see the Example given in Equation (2.5).

2.2

Nonparametric regression with martingale increment
errors

In this section, we want to do, roughly, statistics without the common assumptions
of independence, ergodicity or mixing, that one needs on data to prove consistency or
convergence rates for estimators. We prove in this section that it is possible to do so, by
considering a particular structure: a regression model with martingale increments. This
structure is quite natural and encompasses regression and autoregression models at the
same time. We prove that in this structure, the Lepski’s bandwidth selection rule (see
references from Section 2.1) is strongly adaptive, in the sense that it achieves, without
any ergodicity assumption, a random convergence rate that matches the deterministic
minimax rate under ergodicity assumptions. This work is published in [54], and required
a new result concerning self-normalized martingales, called “stability”, which is described
in Section 2.2.2 below.
Consider sequences (Xk ) and (Yk ) of random variables respectively in Rd and R, both
adapted to a filtration (Fk ), and such that
Yk = f (Xk−1 ) + εk

(2.6)

for all k ≥ 1, where (εk ) is a (Fk )-martingale increment:
E(|εk ||Fk−1 ) < ∞ and E(εk |Fk−1 ) = 0,
and where f : Rd → R is the unknown function of interest. We study the problem
of estimation of f at a point x0 ∈ Rd based on the observation of (Y1 , . . . , YN ) and
(X0 , . . . , XN −1 ), where N ≥ 1 is a finite (Fk )-stopping time. The analysis is conducted
under the assumption that
h
 ε2 
i
E exp µ 2k
Fk−1 ≤ γ
(2.7)
σk−1
for any k ≥ 1, for some µ, γ > 0 and an (Fk )-adapted sequence (σk )k≥0 . Note that
while (2.7) assumes that ζk = εk /σk−1 is conditionally sub-Gaussian, εk is not in general,
as in the GARCH model [30] for instance. Particular cases of model (2.6) are as follows:
• In the regression model, one observes (Yk , Xk−1 )nk=1 satisfying
Yk = f (Xk−1 ) + s(Xk−1 )ζk ,
where (ζk ) is i.i.d. centered, such that E(exp(µζk2 )) ≤ γ and independent of Fk =
σ(X0 , . . . , Xk ), and where f : Rd → R and s : Rd → R+ . This is a particular case
of (2.6) with σk2 ≥ s(Xk )2 .
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• In the autoregression model, one observes a sequence (Xk )nk=0 in Rd satisfying
Xk = f (Xk−1 ) + S(Xk−1 )ζk ,
where f = (f1 , . . . , fd ) : Rd → Rd , where S : Rd → Rd×d and where ζk =
(ζk,1 , . . . , ζk,d ) is a sequence of centered i.i.d. vectors in Rd independent of X0 ,
2 )) ≤ γ. The problem of
with covariance matrix Id and such that E(exp(µζk,j
estimation of each coordinate fj is a particular case of (2.6) with Yk = (Xk )j ,
Fk = σ(X0 , ζ1 , . . . , ζk ) and σk2 ≥ Sj,j (Xk )2 .
Note however that our analysis goes beyond the i.i.d. case, since our analysis requires
only the martingale increment structure (2.6) and the moment assumption (2.7).

2.2.1

An adaptive upper bound without ergodicity

In what follows, |x| stands for the Euclidean norm of x ∈ Rd . An object of importance
is a “discrete” and normalized occupation time of (Xk )k≥0 around x0 , given by
L(h) =

N
X

1

1|Xk−1 −x0 |≤h
σ2
k=1 k−1

for any h > 0. Based on this definition, we introduce in [54] a kernel estimator fˆh (x)
and a modified Lepski’s bandwidth selection rule Ĥ for this kernel estimator. The
construction of this adaptive estimator is close in spirit to what we did in Section 2.1.1,
so we won’t give details in the present document. We consider again a function f which
is locally s-Hölder around x0 , namely satisfying (2.4) with s ∈ [0, 1] (this is a simplified
version of the smoothness assumption used in [54]).
The usual way of stating an adaptive upper bound for fˆĤ (x0 ), see for instance [113],
is to prove that it has the same convergence rate as the oracle estimator fˆH ∗ (x0 ), which
is the “best” among the collection of estimators fˆh . The oracle bandwidth H∗ realizes
an optimal bias-variance trade-off, that involves the unknown smoothness of f around
x0 . Namely, we define
n
 ψ(h) 1/2
o
H∗ = min h > 0 :
≤ hs ,
L(h)
where ψ(h) := 1 + b log(h0 /h) for some constants b, h0 > 0. In this context, we proved,
under some minor assumptions, that the inequality
|fˆĤ (x0 ) − f (x0 )| ≤ H∗s

(2.8)

holds with a large probability. This inequality proves that the random rate H∗s is an
upper bound for fˆĤ , for the pointwise estimation risk at x0 .
• A striking fact in this result is that we don’t use any stationarity, ergodicity or concentration property. In particular, we cannot give, without further assumptions,
the behaviour of the random normalization H∗s : it does not necessarily go to 0 in
probability with N → +∞, when (Xk ) is a transient Markov chain for instance.
• Under a mixing assumption [61] on (Xk ) and if fX is β-regularly varying around
x0 (see Section 2.1.2), we prove that H∗s is equivalent to the minimax rates for this
problem (see Table 2.1), namely:
 log n s/(2s+β+1)
H∗s ∼
`(1/n)
n
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with a large probability, for the class of s-Hölder functions, where ` is slowly varying. The mixing assumption is used only to derive such a deterministic equivalent
of the random rate H∗s , but not for the statistical analysis of fˆĤ (x0 ).

The cornerstone of the proof of (2.8) is a new result concerning the stability of
self-normalized martingales in discrete time.

2.2.2

Stability for self-normalized martingales

A necessary tool in our analysis is a new deviation inequality for self-normalized martingales. Self-normalized processes are useful in a variety of contexts, see for instance [141].
We consider a local martingale (Mn )n≥0 with respect to a filtration (Fn )n≥0 with M0 = 0
and such that its increments ∆Mn = Mn − Mn−1 satisfies
∆Mn = sn−1 ζn ,
where (sn ) is (Fn )-adapted and (ζn ) is a (Fn )-martingale increment satisfying E[ζn2 |Fn−1 ] =
1. The predictable quadratic variation of Mn is given by
hM in =

n
X

E[∆Mk2 |Fk−1 ]

k=1

=

n
X

s2k−1 .

k=1

p
What would be natural is a deviation for the self-normalized martingale MN / hM iN ,
for a (Fk )-stopping-time N . However, it is well-known that this is p
not possible [141].
We give in [54] a simple solution to this problem. Instead of MT / hM iT , we consider
√
aMT /(a + hM iT ), where a > 0 is an arbitrary real number, and we prove that the
exponential moments of this random variable are uniformly bounded (with respect to
a) under the assumption that the conditional exponential moments of the increments
are bounded. This result is called stability: when the increments are sub-Gaussian, then
√
2
aMT /(a+hM iT ) also is. Namely, we prove in [54] that if (ζk ) satisfies E[eµζk Fk−1 ] ≤ γ
for any k ≥ 1 with some constants γ ≥ 1 and µ > 0, we have
h

E exp λ

i
2
aMN
≤ 1 + cλ,µ,γ
(a + hM iN )2

µ
for any λ ∈ [0, 2(1+γ)
). We prove a similar result in the sub-exponential case. The trick
is that since we can’t take a = hM iN , we give as an alternative this inequality, which is
uniform in a ∈ R, and which turns out to be enough for the statistical analysis proposed
in this paper.

2.2.3

Conclusion

The contribution of this work is mainly twofold:
• We proved that adaptive estimation can be achieved without ergodicity or mixing
assumptions. A buy-product of our analysis is a study of Lepski’s procedure in the
model of regression with martingale increments noise, which includes the autoregression model for instance. This analysis is consistent with minimax deterministic
rates, since it matches the minimax rates under a mixing assumption.
• We propose a result of independent interest concerning self-normalized martingales
in discrete time. This result is new, and might be useful in other problems of
statistical estimation for stochastic processes.

2.3. AGGREGATION THEORY

2.3
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Aggregation theory

This Section describes aggregation theory and gives our contribution on this topic, published in [74]. Namely, we construct an hyper-sparse aggregation algorithm, where only
two non-zero coefficients is enough to achieve the optimal aggregation rate.

2.3.1

Introduction

Let (Ω, µ) be a probability space and ν be a probability measure on Ω × R such that µ is
its marginal on Ω. Assume (X, Y ) and Dn := (Xi , Yi )ni=1 to be n+1 independent random
variables distributed according to ν, and that we are given a finite set F = {f1 , . . . , fM }
of real-valued functions on Ω, usually called a dictionary, or a set of weak learners. This
set of functions is often a set of estimators computed on a training sample, which is
independent of the sample Dn called the learning sample.
We want to predict Y from X using the functions given in F and the sample Dn . If
f : Ω → R, we measure its error of prediction, by the expectation of the squared loss
R(f ) = E(f (X) − Y )2 .
If fˆ depends on Dn , its risk is the conditional expectation
R(fˆ) = E[(fˆ(X) − Y )2 |Dn ],
also called generalization error. The aim of the problem of aggregation is to construct a
procedure f˜ (called an aggregate) using Dn and F with a risk which is very close to the
smallest risk over F . Namely, one wants to prove that f˜ satisfies an inequality of the
form
R(f˜) ≤ min R(f ) + r(F, n)
(2.9)
f ∈F

with a large probability. Inequalities of the form (2.9) are called exact or sharp oracle
inequalities, since the constant in front of minf ∈F R(f ) is 1, and r(F, n) is called the
residue. A classical result
[94] says that if f˜ ∈ F , then it cannot satisfy (2.9) with
p
r(F, n) smaller than (log M )/n for any F . However, it is possible to achieve the
residue (log M )/n by combining all the elements from F [94, 108]. In this case, we say
that f˜ is an optimal aggregation procedure, since (log M )/n is the optimal aggregation
rate in the sense of [177] and [108]. Given F , a natural way to predict Y is the empirical
risk minimization procedure (ERM), that minimizes the empirical risk
n

Rn (f ) :=

1X
(Yi − f (Xi ))2
n
i=1

over F . An aggregate is typically represented as a convex combination of the elements
of F . Namely,
M
X
fˆ :=
θj (Dn , F )fj ,
j=1

where (θj (Dn , F ))M
j=1 is a vector of non-negative coordinates summing to 1. Up to now,
most optimal aggregation procedures are based on exponential weights: aggregation with
cumulated exponential weights (ACEW), see [39, 190, 189, 94, 95, 10] and aggregation
with exponential weights (AEW), see [117, 50], among others. The weights of the ACEW
are given by
n
1 X exp(−Rk (fj )/T )
(ACEW)
θj
:=
,
PM
n
l=1 exp(−Rk (fl )/T )
k=1
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where T is the so-called temperature parameter. The weights of the AEW are given by
(AEW)

θj

exp(−Rn (fj )/T )
.
:= PM
l=1 exp(−Rn (fj )/T )

(2.10)

The ACEW satisfies (2.9) for r(F, n) ≈ (log M )/n, see references above, so it is optimal
in the sense of [177]. The AEW has been proved to be optimal in the regression model
with deterministic design for large temperatures in [50].
These optimal aggregation procedures are convex combinations of all elements of F :
no coefficient θj can be equal to zero. This can be a problem when F contains sparse
estimators for instance, such as the path of solutions to the Lasso problem, obtained
as the output of Lars [64]: combining all elements leads to a non-sparse aggregate. In
this work, we construct new optimal aggregation procedures that combines only two
functions from F , hence the name hypersparse. Hence, these new aggregates keep the
sparsity, if the two selected elements from F are sparse. This proves that the answer to
the question
What is the minimal number of non-zero coefficients θj such that an aggregation
P
procedure f˜ = M
j=1 θj fj is optimal?
is two, since as explained above, when only one coefficient is non-zero, the best possible
rate is of order ((log M )/n)1/2 .

2.3.2

Hypersparse aggregation algorithms

Let us describe the algorithms developed in [74]. We assume that we have 2n observations
from a sample D2n = (Xi , Yi )2n
i=1 . We introduce
r
log M + x
φ=σ
,
n
where x > 0 is a confidence level and σ > 0 is a constant related to the noise level in the
model. Our algorithms use the following steps:
1. Splitting.

Split the sample D2n into Dn,1 = (Xi , Yi )ni=1 and Dn,2 = (Xi , Yi )2n
i=n+1

P
P
2. Preselection Introduce kf k2n,1 = n−1 ni=1 f (Xi )2 , Rn,1 (f ) = n−1 ni=1 (f (Xi ) −
Yi )2 , and fˆn,1 ∈ argminf ∈F Rn,1 (f ). Use Dn,1 to define a random subset of F :
n
o
F̂1 = f ∈ F : Rn,1 (f ) ≤ Rn,1 (fˆn,1 ) + c max φkfˆn,1 − f kn,1 , φ2 .
3. Aggregation

Choose F̂ as one of the following sets:

F̂ = conv(F̂1 ) = the convex hull of F̂1

(2.11)

F̂ = seg(F̂1 ) = the segments between the functions in F̂1
F̂ = star(fˆn,1 , F̂1 ) = the segments between fˆn,1 with the elements of F̂1 ,

(2.12)

and return the ERM relative to Dn,2 :
f˜ ∈ argmin Rn,2 (g),
g∈F̂

(2.13)

2.4. ADAPTIVE ESTIMATION IN THE SINGLE INDEX MODEL
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P
2
where Rn,2 (f ) = n−1 2n
i=n+1 (f (Xi ) − Yi ) .
These algorithms are illustrated in Figure 2.2, where we summarize the aggregation
steps in the three cases. As mentioned above, the Step 3 of the algorithm returns, when
F̂ is given by (2.12) or (2.13), an aggregate which is a convex combination of only two
functions in F , among the ones remaining after the preselection step. The preselection
step was introduced in [108], with the use of (2.11) only for the aggregation step.
F̂1

f6

F̂1

f6

f1
f9
f5

f7

f1
f9

fˆn,1

f7

f1
f9

fˆn,1
f5

F
conv(F̂1 ) f
f4
f3

f10

F̂1

f6

f5
F
star(fˆn,1 , F̂1 )f

F
seg(F̂1 ) f
f4
f3

f10

fˆn,1

f4
f7

f10

f3

Figure 2.2: Aggregation algorithms: ERM over conv(F̂1 ), seg(F̂1 ), or star(fˆn,1 , F̂1 ).

From the computational point of view, procedure (2.13) is the most appealing: an
ERM in star(fˆn,1 , F̂ ) can be computed in a fast and explicit way. We prove in [74] that
each procedures are optimal. Namely, we prove that for any dictionary F of cardinality M , any of the three procedures f˜ described above satisfies
R(f˜) ≤ min R(f ) + cσ
f ∈F

(1 + x) log M
,
n

with a probability larger than 1 − 4e−x , where cσ is a constant depending on σ only.
In [74] we provide numerical illustrations for procedure (2.13), using a dictionary F
that contains a path of solutions of elastic-net regression (`1 + `22 penalization). To
do variable selection, we use our aggregation algorithm together with the principle of
stability selection [130]. We show that our procedure gives better results, both in terms
of prediction and variable selection, than leave-one-out, 10-fold cross-validation and the
Cp Mallows model selection criterion.

2.3.3

Conclusion

This work introduces aggregation algorithms leading to a convex combination of only two
elements of the dictionary of weak learners. This aggregate therefore preserves sparsity,
and we show numerically that it leads to better results than standard cross-validation
and model-selection techniques.

2.4

Adaptive estimation in the single index model

In this Section, we describe an application of aggregation theory, by answering to a conjecture of Stone (1982), see [168], about the minimax rate in the single index model. This
work is publised in [73]. We use Local Polynomial Estimators (LPE, see Section 2.1.1
above) as weak learners, using grids on the bandwidth and on the single-index vector,
that we feed to the aggregation algorithm with exponential weights, see Equation (2.10)
above. We prove that it leads to an estimator both adaptive to the smoothness of the
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link function and to the index, which achieves the minimax rate (the minimax lower
bound being proved in this paper as well.)

2.4.1

Introduction

We consider the model of nonparametric regression, where we observe n i.i.d. copies
Dn = [(Xi , Yi ) : 1 ≤ i ≤ n] of (X, Y ) ∈ Rd × R, such that (X, Y ) satisfies Y = g(X) + σ
with  a Gaussian N (0, 1) noise and σ > 0. In such a fully-nonparametric setting for the
estimation of g, the curse of dimensionality occurs: the minimax rate over an s-Hölder
ball is n−2s/(2s+d) (for mean integrated square error), see [168], which deteriorates as d
is large. The single-index model puts a semi-parametric structure on g by assuming that
g(x) = f (ϑ> x)

(2.14)

for all x ∈ Rd , where f : R → R is a link function and where the direction ϑ ∈ Rd is
called index. For the representation (2.14) to be unique (identifiability), we need some
assumptions (see [88, 76]), such as the fact that f is not constant over the support of
d−1
d−1
ϑ> X, the distribution PX of X is non-degenerate and ϑ ∈ S+
, where S+
is the
d−1
d
half-unit sphere defined by S+ = {v ∈ R : kvk2 = 1 and vd ≥ 0}. The aim is then
to recover the link function f and the index ϑ.

2.4.2

An adaptive procedure based on aggregation

The procedure developed here for recovering g does not use a plugin estimator by direct
estimation of the index. Instead, it adapts to it, by aggregating several univariate
estimators based on projected training samples
Dm (v) := [(v > Xi , Yi ) : 1 ≤ i ≤ m],
d−1
d−1
where m < n, for several v in a regular lattice S∆
of S+
. This adaptation to the
direction uses a split of the whole sample Dn into a training sample Dm := [(Xi , Yi ); 1 ≤
i ≤ m] and a learning sample D(m) := [(Xi , Yi ); m + 1 ≤ i ≤ n].
Using the training sample, we compute a family {ḡ (λ) ; λ ∈ Λ} of weak estimators
of the regression g for a grid of parameters Λ. Each of these estimators depend on
a parameter λ = (v, s) which make them work based on the data “as if” the true
underlying index were v and “as if” the Hölder smoothness of the link function were s.
For λ = (v, s) the weak estimators are constructed using local polynomial estimation
(λ)
(LPE), see Section 2.1.1. For λ = (v, s) we compute LPE f¯ (λ) (z) using Dm (v), where
Hm (z)

the bandwidth is given by
(λ)
Hm
(z)


= argmin hs ≥ qP
m

σ


.

i=1 1|v > Xi −z|≤h

h>0

Given that f is s-Hölder, this bandwidth choice makes a natural balance between smoothness of f and variance of the LPE. Now, for parameters λ = (v, s), we consider
(λ)
ḡ (λ) (x) = f¯ (λ) (v > x)
Hm

as weak estimators of g.
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Using the learning sample D(m) , we compute weights w(ḡ) ∈ [0, 1] for each ḡ ∈
{ḡ (λ) ; λ ∈ Λ} using the AEW algorithm, see Equation (2.10) from Section 2.3.1 above.
The adaptive estimator is finally given by the convex combination
X
ĝ :=
w(ḡ (λ) )ḡ (λ) .
(2.15)
λ∈Λ

2.4.3

Overview of results

We combine sharp results for LPE together with an oracle inequality for the AEW algorithm, in order to derive minimax rates for the adaptive procedure (2.15). A technical
problem is the fact that typically, depending on ϑ, the distribution of ϑ> X is degenerate
(zero at some points), see Figure 2.3. This technical problem was not addressed previϑ1
ϑ2
density of Pϑ> X
1

density of Pϑ> X
2

PX = uniform on [−1, 1]2
Figure 2.3: A simple design example: depending on ϑ, the distribution of ϑ> X is zero at some points,
which is a technical problem handled in our analysis.

ously in literature, while our analysis deals with this problem under the assumption that
d−1
there is γ, β ≥ 0 such that Pv> X [I] ≥ γ|I|β+1 for any v ∈ S+
. This assumption holds
for any distribution that does not have a very “spiky” boundary, see [73] for details,
which is a more general assumption than the ones considered in literature, see [11] for
instance. Note that the minimax rates described below do not depend on the parameter β, while this was the case in Section 2.1: pointwise and sup-normRrisk is considered
in Section 2.1, while we state our results using the norm kgkL2 (PX ) = ( g(x)2 PX (dx))1/2
in this work. Under these assumptions, we prove that ĝ given by (2.15) satisfies the upper
bound
sup
sup Ekĝ − gk2L2 (PX ) ≤ cn−2s/(2s+1) ,
(2.16)
d−1 f ∈F (s,L)
ϑ∈S+

where F (s, L) is the ball of s-Hölderian functions with radius L, see Section 2.1.3 above.
Note that ĝ does not depend within its construction on the index ϑ, nor the smoothness s of the link function f , nor the design distribution PX . This rate of convergence
corresponds to the minimax rate over an s-Hölder ball with dimension d = 1.
Then, we show in the same setting that this rate is indeed minimax, by proving the
lower bound
inf sup Ekg̃ − gk2L2 (PX ) ≥ c0 n−2s/(2s+1) ,
(2.17)
g̃ f ∈F (s,L)

where the infimum is taken among all estimators. Inequalities (2.16) and (2.17) together
entail that n−2s/(2s+1) is the minimax rate for the estimation of g in the single-index
model when the link function f belongs to an s-Hölder class. This entails that from a
statistical complexity point of view, the single-index model allows to reduce complexity
due to curse of dimensionality. It answers in particular to the second part of Question 2
from [168], which was open until our work (the first part of the question concerning
additive modelling is handled in [191, 188]).
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In this work, we also propose a recursive algorithm that allows to reduce the numerical complexity of our approach. Our theoretical findings suggest to construct
a lattice
√
of the half unit-sphere in dimension d, with a covering step ∆ of order 1/ n log n, which
is computationally too demanding. So, we consider instead a recursive strategy where
we consider a larger step ∆ at initialization, and keep only the indexes v close to the
d−1
empirical risk minimizer, namely the vector ṽ ∈ S+
such that λ̃ = (s̃, ṽ) maximizes
(λ)
λ 7→ w(ḡ ). We then reduce ∆ and construct the sub-lattice consisting of a refinement
of the previous one, until we reach a sufficiently small ∆. We then consider only weak
learners with parameters λ = (s, v), such that v belongs to the last lattice. This is
natural as most coefficients w(ḡ (λ) ) are numerically negligible, and typically concentrate
around the true index ϑ. This iterative procedure is illustrated in Figure 2.4.

Figure 2.4: Recursive algorithm for reducing the computation cost of ĝ. We consider successive refinements of lattices of the unit sphere, centred around the empirical risk minimizer, and aggregate only
weak learners that remains in the last step.

2.4.4

Conclusion

Our main contribution in this work is the construction of a procedure both adaptive
to the smoothness of the link function and to the index in the single-index model. We
prove also a lower bound that matches the upper bound, hence leading to the minimax
rate in this model. This answer to an open question by [168], concerning the minimax
rate in the single-index model. Our analysis is done under realistic assumptions, in
particular concerning the behaviour of the design distribution. We also construct a
recurvise strategy, that makes our approch usable in medium sized problems with respect
to the dimension.

Chapter 3

Statistical learning for events
models
The papers described in this Chapter are [45, 72, 4, 3].

In this Chapter, we describe our works on statistical learning for events models.
Some of these works are motivated by the numerous applications in the field of survival
analysis for clinical data, see for instance [47, 6].
With F. Comte and A. Guilloux, we worked in [45], and see Section 3.2 below, on
the nonparametric estimation of the intensity of a marked counting process. We use
model-selection techniques, and were able to derive upper and lower bounds for a class
of intensity functions belonging to an anisotropic Besov space. The anisotropy condition
was necessary as the typical behaviour of the intensity in the time coordinate and the
covariates coordinates is very different, hence exhibiting a different smoothness. However
this nonparametric approach is limited to low-dimensional covariates.
We worked with A. Guilloux on the same problem, but in the high-dimensional case.
We focused on the additive Aalen model, that allows to infer the impact of the features
on the output observed times. We proved in this case a sharp oracle inequality for `1
penalization, using sharp tuning of the penalization with data-driven weights. This work
is described in Section 3.3 below and is published in [72].
With A. Guilloux and M. Alalya (PhD student), we considered the problem of learning the segmentation of the baseline intensity of a counting process, using the totalvariation penalization as a convex proxy for the sparsity of its discrete gradient. We
prove oracle inequalities, but also support selection properties for the convex procedure.
A fast proximal algorithm for the computation of this convex problem is proposed and an
application to the segmentation of high-dimensional datasets from genomics is proposed.
This work is published in [4] and described in 3.4 below.
Finally, we worked with E. Bacry, A. Guilloux and M. Achab (PhD student) on an
improvement of the training time of the Cox’s proportional hazard model. Namely, we
improve the convex optimization technique usually used for this model, by introducing
a doubly stochastic gradient descent procedure, combining MCMC techniques with a
recent variance reduction algorithm for stochastic gradient descent. We prove linear
converge of this algorithm in the strongly convex case, and sub-linear convergence in the
smooth case. This algorithm is compared with baselines on clinical datasets. This work
is submitted [3] and described in Section 3.5.
21
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3.1

Counting processes with covariates

Let us describe the mathematical model which is the basis of the works described in
this Chapter. Let (Ω, F, P) be a probability space and (Ft )t≥0 a filtration satisfying the
usual conditions, see [92]. Let N be a marked counting process with compensator Λ
with respect to (Ft )t≥0 , so that M = N − Λ is a (Ft )t≥0 -martingale. We assume that
N is a marked point process satisfying the Aalen multiplicative intensity model, see [1].
This means that Λ writes
Z t
α0 (s, X)Ys ds
Λ(t) =
0

for all t ≥ 0, where α0 is an unknown deterministic and nonnegative function called
intensity, X ∈ Rd is a F0 -measurable random vector called covariates or marks, Y is
a predictable random process in [0, 1]. With differential notations, this model can be
written has
dNt = α0 (t, X)Yt dt + dMt
for all t ≥ 0 with the same notations as before, and taking N0 = 0. Now, assume that
we observe n i.i.d. copies
Dn = {(Xi , Nti , Yti ) : t ∈ [0, τ ], 1 ≤ i ≤ n}

(3.1)

of {(X, Nt , Yt ) : t ∈ [0, τ ]}. This means that we can write
dNti = α0 (t, Xi )Yti dt + dMti

(3.2)

for any i = 1, . . . , n where M i are independent (Ft )t≥0 -martingales. In this setting, the
random variable Nti is the number of observed failures during the time interval [0, t] of
the individual i. This model encompasses several particular examples: censored data,
marked Poisson processes, Markov processes, see e.g. [6] for a precise exposition and
other examples. We will focus below on the censored data case, even if our published
results are stated in a more general setting, both for the sake of simplicity and since this
is a case of particular importance for applications. The two most classical parametric
structures for the intensity are as follows:
• The Aalen model of additive risks [120, 128, 125, 126], where we assume that
α0 (t, x) = λ0 (t) + hθ0 , xi,

(3.3)

• the Cox model of multiplicative risks [47], where
α0 (t, x) = λ0 (t) exp(hθ0 , xi),

(3.4)

where in both cases λ0 : R+ → R+ is a nonparametric baseline intensity and θ0 ∈ Rd
is a parameter that quantifies the impact of features of the observed counting processes
N i . The aim is then to recover θ0 (and/or λ0 ) based on Dn . An important point is
that is it possible to infer θ0 without estimating the baseline λ0 in both models, using,
respectively, partial least-squares, see Section 3.3 below, and partial log-likelihood, see
Section 3.5 below.

3.2. NONPARAMETRIC ESTIMATION OF THE INTENSITY
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Survival analysis and censored data. An important instance of the model described above is survival analysis for censored data [6], because of the wide application
to clinical data [47, 6]. Censored data are generally described as follows. For i = 1, . . . , n,
let
• Ti be times of interest ;
• Ci be censoring times ;
• and let Xi be features vectors in Rd .
We assume that T and C are independent conditionally to X. In the right-censoring
setting, the observable random variables are
TiC = Ti ∧ Ci ,

δi = 1Ti ≤Ci and Xi

for i = 1, . . . , n. In this case, the observed processes are given by
N i (t) = 1T C ≤t, δi =1 and Y i (t) = 1T C ≥t
i

i

for i = 1, . . . , n and 0 ≤ t ≤ τ , and the intensity function α0 is the conditional hazard
rate of T given X = x given by
α0 (t, x) =

fT |X (t, x)
1 − FT |X (t, x)

for all t > 0, where fT |X and FT |X are respectively the conditional density function and
distribution functions of T given X.

3.2

Nonparametric estimation of the intensity

We describe the work published in [45]. We propose in this work an estimator of the
conditional intensity of a counting process with covariates. We use model selection
methods [127] to construct an adaptive estimator of the conditional intensity, and provide
a non-asymptotic bound for the risk of our estimator. We prove that this estimator
reaches the minimax rate of convergence over a set of Besov spaces with anisotropic
smoothness. Indeed, when using such a fully nonparametric approach, the smoothness of
the intensity α0 (t, x) is typically different with respect to the time t and the covariates x.
A minimax lower bound, that matches our upper bound, is also proved in this work.

3.2.1

Introduction

Let us consider the setting where we observe an i.i.d sample Dn given by (3.1) from (3.2),
see Section 3.1 above. Our procedure is based on the following least-squares functional:
n Z
n
1X τ
2X
2 i
Rn (α) =
α(t, Xi ) Yt dt −
α(t, Xi )dNti .
(3.5)
n
n
0
i=1

i=1

This choice is natural since (3.2) entails
E[Rn (α)] = kα − α0 k2Y − kα0 k2Y ,
Rτ

where kαk2Y = E 0 α(t, X)2 Y (t)dt , so that a minimizer of Rn is expected to be close
to α0 . Nonparametric estimation of the hazard rate in presence of covariates was initiated
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by [21]. Extensions are given in [169, 49, 129, 118]. Many authors have considered
semiparametric estimation of the hazard rate, beginning with [47], see [6] for a review of
the large literature on semiparametric models and [90, 121] for more recent developments.
Nonparametric estimation of the intensity of Poisson processes without covariates is
considered in [146, 18]. Other works previous to our work are [107, 38] for nonparametric
estimation in the regression problem with censored data and [33] for an estimator of the
conditional intensity. For the problem without covariates, kernel estimation of α0 is
proposed in [145, 80] and adaptive estimation by projection and model selection is given
in [147].
In what follows, we assume that X ∈ R, namely d = 1, in order to simplify the presentation, but our analysis works in any dimension d. Furthermore, we assume that X has
a density with respect to the Lebesgue measure, supported in [0, 1]2 , which is uniformly
bounded from above an below. We assume also that kα0 k∞ is finite.

3.2.2

An overview of our results

Let us describe our procedure, which is based on the standard model-selection machinery [127]. We consider a collection {Sm : m ∈ Mn } of linear spaces. For each
m = (m1 , m2 ), the linear space Sm of functions is supported on [0, 1]2 and is spanned by
tensor products of two orthonormal bases. We denote by Dm1 and Dm2 the respective
dimensions of the bases. These spaces are supposed to verify the usual model selection
assumptions (on the dimension, a norm connection property and the existence of a nesting space) and are spanned, for instance, by a Fourier basis, wavelet basis or a regular
piecewise polynomial basis, see [45] for details.
First, we compute empirical risk minimizers α̂m ∈ argminα∈Sm Rn (α) for m ∈ Mn .
Then, we select the relevant space by penalizing the complexity of Sm , measured by its
dimension:


Dm1 Dm2
m̂ = argmin Rn (α̂m ) + c0 (1 + kα0 k∞ )
.
(3.6)
n
m∈Mn
Note that the computation of α̂m consists, roughly, in solving a linear system, see [45].
Then, we prove that α̂m̂ satisties the following oracle inequality


Dm1 Dm2
c2
2
2
Ekα̂m̂ − α0 kY ≤ c1 inf
inf kαm − αkY + c0 (1 + kα0 k∞ )
+
(3.7)
m∈M α∈Sm
n
n
for n large enough, where c1 is a numerical constant and c2 is a constant that depends on
the chosen family of function {Sm : m ∈ Mn }. Without going into details,
us mention
Pn Rlet
1
i
−1
that the proof of (3.7) involves a deviation inequality for supα∈S n
i=1 0 α(t, Xi )dM (t),
which is obtained by combining a deviation inequality for martingales with jumps together with a L2 − L∞ generic chaining argument [170].
Then, we specify the rate of convergence of this procedure over an anisotropic Besov
s (L), with regularity s = (s , s ) and radius L > 0, see [175] for a precise
ball B2,∞
1 2
definition. Namely, we prove that for s1 , s2 > 1/2, we have
sup
s
α0 ∈B2,∞
(L)

Ekα̂m̂ − α0 k2Y ≤ cn−2s̄/(2s̄+2) ,

s (L), and where once again, the
where s̄ is the harmonic mean of s1 and s2 given by B2,∞
constant c depends on the choice of {Sm : m ∈ Mn }.
The penalization used in (3.6) depends on the unknown quantity kα0 k∞ : this problem
is solved in [45] simply by plugging an estimator of this quantity, and we prove that our
theoretical statements are not affected by this modification.
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Finally, we prove that n−2s̄/(2s̄+2) is indeed the minimax rate of convergence over
s (L). Namely, we have
B2,∞
inf

sup

α̃ α∈B s (L)
2,∞

Ekα̃ − α0 k2 ≥ cn−2s̄/(2s̄+2)

for n large enough, where the infimum is taken among all estimators.

3.2.3

Conclusion

This work gives a first adaptive estimator of the conditional intensity of a counting process observed with covariates. This estimator is adaptive over a set of Besov space with
anisotropic smoothness, which is a problem of importance in this setting as smoothness
with respect to the time and covariate variables are typically very different. Our analysis involve some concentration inequalities for martingales with jumps, together with a
recent argument from [170] to derive uniform deviation inequalities for the underlying
empirical process.

3.3

High-dimensional additive hazard models and the Lasso

We describe the work publised in [72]. We consider an `1 -penalization procedure for the
Aalen model [2] of additive risks, see Equation (3.3) above, an important case being survival analysis for right-censored data. In this setting, we consider a partial least-squares
functional as goodness-of-fit, that allows to infer θ0 without estimating the baseline λ0 .
We penalize this functional using `1 -penalization, which is sharply tuned using datadriven weights, and prove sharp oracle inequalities for this procedure.

3.3.1

Construction of an `1 -penalization procedure

The estimation of θ0 can be done without infering the baseline λ0 , by considering the
partial least-squares functional [120] as a goodness-of-fit, which is given by
n

1X
Rn (θ) =
n
i=1

Z

n

τ

θ, Xi − X̄Y,j (t)
0

where

2

Yti dt

2X
−
n
i=1

Z

τ

θ, Xi − X̄Y,j (t) dNti ,

(3.8)

0

Pn
i
i=1 Xi,j Yt
X̄Y,j (t) = P
.
n
i
i=1 Yt

The partial least-squares (3.8) is derived by writing the full least-squares criterion for
α0 and by plugging the additive structure (3.3). This kind of principle leads also to the
construction of the partial likelihood in the Cox model for multiplicative risks, see [47]
and Section 3.5 below. For the sake of simplicity, let us focus only in the remaining of
this section on survival analysis. For survival analysis with right-censoring times, the
partial least-squares (3.8) particularizes to
Rn (θ) = θ> Hn θ − 2θ> hn ,
where Hn is the d × d symmetrical positive semidefinite matrix with entries
Pn
Pn
n Z C


1 X Ti 
l=1 Xl,j 1TlC ≥t
l=1 Xl,k 1TlC ≥t
Xi,j − Pn
Xi,k − Pn
dt,
(H)j,k =
n
0
l=1 1T C ≥t
l=1 1T C ≥t
i=1

l

l
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and where hn ∈ Rd has coordinates
n

1X 
(hn )j =
δi Xi,j −
n

Pn

k=1 Xk,j 1TkC ≥TiC

Pn

k=1 1TkC ≥TiC

i=1



,

see also [120] or [126]. We use `1 penalization of the partial least-squares by introducing
n
o
θ̂n ∈ argmin Rn (θ) + pen(θ) ,
θ

where
pen(θ) = kθk1,ŵ =

d
X

ŵj |θj |,

j=1

with data-driven weights ŵj roughly given by
Pn
r
n

1X 
log d
k=1 Xk,j 1TkC ≥TiC 2
V̂j where V̂j =
δi Xi,j − Pn
,
ŵj ≈
n
n
k=1 1T C ≥T C
i=1

k

(3.9)

i

with V̂j an empirical variance term. The weights ŵj are fully data-driven. The shape
of these weights comes from a new empirical Bernstein’s inequality, developed for this
work, which is applied to the processes
Pn

n Z 
1X t
k=1 Xk,j 1TkC ≥s
dMsi ,
(3.10)
Zj (t) =
Xi,j − Pn
n
0
k=1 1T C ≥s
i=1

k

where we recall that dMti = dNti − α0 (t, Xi )Yti dt are i.i.d. martingales with jumps with
jumps of size +1, since we assume the existence of an intensity function α0 .

3.3.2

A quick overview of our results

We prove two oracle inequalities, of slow and fast rate type (see [25] for the regression
model and [34, 23] for density estimation). The slow oracle inequality has a rate of order
p
1/2
(log d)/n and holds without any assymption on the Gram matrix Gn = H n . The
second one is an oracle inequality with a fast rate of order (log d)/n, that holds under
a restricted eigenvalue assumption [25, 99, 100] on Gn . More precisely, we prove, under
this assumption, a sharp oracle inequality (with leading constant 1), with a rate of order
kθk0

log d
max V̂j ,
n j:θj 6=0

where kθk0 is the number of non-zero coordinates in θ. Hence, we recover in this setting
the usual fast rate of order kθk0 (log d)/n to be found in sparse oracle inequalities [25,
99, 36].
The proofs of these oracles inequalities require a sharp control of the noise process (3.10). The classical Bernstein’s inequality for martingales with jumps [122] gives
r
h
i
2vx x
P |Zj (t)| ≤
+ , Vj (t) ≤ v ≤ 2e−x
n
n
for any x, v > 0, where
n

1X
Vj (t) = nhZj it =
n
i=1

Z
0

TiC

Pn


Xi,j −

k=1 Xk,j 1TkC ≥s
Pn
k=1 1TkC ≥s

2
α0 (s, Xi )ds
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is the predictable quadratic variation of Zj (t). This result is not appropriate for our
purposes: Vj (t) depends explicitly on the unknown α0 , and the result is stated on
{Vj (t) ≤ v}, while we don’t know such a v > 0 in practice. We prove a stronger
data-driven result:
s
"
#
√
x + `ˆ
x + `ˆ
P |Zj (t)| ≥ 2 2
V̂j (t) + 9.4
max |Xi,j | ≤ 31e−x
(3.11)
n
n i=1,...,n
for any x > 0, where V̂j (t) is given by (3.9) and where `ˆ is a negligible technical doubly
logarithmic term. This result is fully data-driven, since all the terms upper bounding
|Zj (t)| are observable.

3.3.3

Conclusion

We consider a general high-dimensional additive hazard model in a non-asymptotic setting, including regression for censored-data. In this context, we consider a Lasso estimator with a fully data-driven `1 penalization, which is tuned for the estimation problem
at hand. We prove sharp oracle inequalities for this estimator, leading in particular
to the first non-asymptotic theoretical result for survival data. Our analysis involves
a new “data-driven” Bernstein’s inequality, that is of independent interest, where the
predictable variation is replaced by the optional variation. This analysis solves the scaling problem in this model, which is of importance in supervised learning, by giving
data-driven weights leading to a correct scaling of the coefficients for `1 penalization.

3.4

Learning the intensity of time events with changepoints

We consider in [4] the problem of learning the inhomogeneous intensity of a counting
process, under a sparse segmentation assumption. We introduce a procedure based
on a data-driven weighted total-variation penalization, that proposes a sharp tuning
of the convex relaxation of the segmentation prior. We prove oracle inequalities for
this procedure with fast rates of convergence, and prove consistency of the method for
change-points detection. This provides first theoretical guarantees for segmentation with
a convex proxy beyond the standard i.i.d signal + white noise setting.

3.4.1

Counting processes with a sparse segmentation prior

In this work, we want to recover the intensity λ0 (t) of a counting process {N (t), t ∈ [0, 1]}
from n i.i.d observations N1 , . . . , Nn of N . Let us recall that Doob-Meyer’s decomposition [1] gives N = Λ0 + M, where Λ0 is the compensator of N and M is a martingale,
and where
Z
t

Λ0 (t) =

λ0 (s)ds
0

for 0 ≤ t ≤ 1, with λ0 being a non-negative càd-làg function called intensity of N . We
work under the assumption that λ0 can be well-approximated by a piecewise constant
function, and we deal with this problem with a signal segmentation point-of-view, where
the goal is to find the unknown times of abrupt changes in the dynamics of the signal.
This is refered to multiple change-point problem in statistical literature, see [97] for a
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recent review with interesting references. Namely, we consider the estimation of τ0,` and
β0,` from the following model:
λ0 (t) =

L0
X

β0,` 1(τ0,`−1 ,τ0,` ] (t)

(3.12)

`=1

for 0 ≤ t ≤ 1, with L0 ≥ 1, β0,` non-negative coefficients, and where τ0,0 = 0 < τ0,1 <
· · · < τ0,L0 −1 < τ0,L0 = 1, with the convention τ0,0 = 0 and τ0,L0 = 1. The number of
change-points L0 − 1 is unknown.
Nonparametric estimation of the intensity has been previously considered in the
statistical litterature, see [145, 80, 140, 146, 147, 19], among others. Several examples of
practical importance fulfill the model of multiple change-points, a particularly interesting
one being next-generation sequencing (NGS) DNA process, called RNA-seq, that can be
modelled mathematically as replications of an inhomegenous counting process with a
piecewise constant intensity [163, 142].

3.4.2

A procedure based on total-variation penalization

We introduce a penalized least-squares criterion with a data-driven total-variation penalization, which is `1 -penalization of the discrete gradient. Fix m = mn ≥ 1, an integer
that shall go to infinity as n → +∞. Let us define the set of nonnegative piecewise
constant function on [0, 1] given by
m
n
o
X
Λm = λβ =
βj,m λj,m : β = [βj,m ]1≤j≤m ∈ Rm
+ ,
j=1

where λj,m =

√

j
m1Ij,m and Ij,m = ( j−1
m , m ]. We introduce the least-squares functional

Z
Rn (λ) =
0

1

n

2X
λ(t) dt −
n
2

i=1

Z

1

λ(t)dNi (t),
0

which is a particular case of (3.5), see Section 3.1 above. Orthonormality of the λj,m ’s
gives
√
m
m n
X
2 m XX
2
Rn (λβ ) =
βj,m −
βj,m Ni (Ij,m )
n
j=1
j=1 i=1
R
for any β ∈ Rm
+ , where Ni (I) = I dNi (t). Now, let us introduce the weighted totalvariation function
m
X
kβkTV,ŵ =
ŵj |βj − βj−1 |
(3.13)
j=2

for β = [βj ]1≤j≤m ∈
of order

Rm ,

where ŵ = [ŵj ]1≤j≤m is a positive vector of data-driven weights
r
m log m  j − 1 i
ŵj ≈
,1
(3.14)
N̄n
n
m
for j = 2, . . . , m and ŵ1 = 0. These data-driven weights allow to “scale” correctly the
penalization term in our setting, and they come from a modification of the data-driven
Bernstein’s concentration given in Equation (3.11), see Section 3.3 above. Then, we
introduce
n
o
β̂ = argmin Rn (λβ ) + kβkTV,ŵ ,
(3.15)
β∈Rm
+
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so that an estimator of λ0 is given by λ̂ = λβ̂ . An estimation of the change-point
locations is obtained from the support of the gradient of β̂, namely

Ŝ = j : β̂j,m 6= β̂j−1,m for j = 2, . . . , m ,

(3.16)

and denote L̂ = |Ŝ| the estimated number of change-points.
Theoretical guarantees for the fused-Lasso (penalization obtained by combining totalvariation with `1 penalization, see [173]) procedure are given in [84] in the white noise
setting. Group fused Lasso is introduced in [28] for the detection of multiple changepoints shared by a set of co-occurring one-dimensional signals, see also [143]. Beyond the
one-dimensional setting, total-variation is commonly used in image denoising, deblurring
and segmentation [41, 40, 86]. Other close references are the following: [43] studies lassotype estimators in a linear regression model with multiple change-points, [154] considers
denoising of a sparse and block signal, [31] studies the asymptotics for jump-penalized
least squares regression aiming at approximating a regression function by piecewise constant functions. An algorithm of majorization-minimization for high dimensional fused
lasso regression is proposed in [193], a testing approach for the segmentation of the hazard function is given in [79]. However, the theoretical results given in these works consider only the white noise setting, which is not a realistic application for high-frequency
genomics, see references above.

3.4.3

An overview of our results

We address the statistical properties of λ̂ given by (3.15), by proving slow and fast oracle
inequalities, in the sense of [25]. In these results we don’t assume that λ0 satisfies (3.12),
but only assume implicitely that it can be approximated by a piecewise function, hence
allowing for a bias term inf β kλβ − λk in the oracle inequalities. Oracle inequalities are
sharp in the sense that the constant term in front of the oracle term is equal to one.
In particular our results explain the interplay between the parameters of this problem.
Namely, we prove that an upper bound for (3.15) is, roughly, of order
∆2β,max

m log m
,
(3.17)
m
n
where ∆β,max is the maximum jump size of λ0 . A consequence is that an optimal
√
tradeoff between approximation and complexity is given by the choice m ≈ n. This
is inherent to the unavoidable non-parametric bias of approximation by a piecewise
constant function.
Then, we prove that (3.15) is consistent for the estimation of the change-points
locations. Let us stress the fact that the context considered here is quite different from
the more standard signal + white noise setting: we aim at detecting change-points in the
intensity function, which suffers from the unavoidable non-parametric bias mentioned
above. Hence, these consistency results require that change points are separated at least
by 1/m, which is the “high-resolution” order in this problem. We consider j` such that
−1 j`
τ0,` ∈ ( j`m
, m ]. Putting Ŝ = {ĵ1 , . . . , ĵL̂ } with ĵ1 < · · · < ĵL̂ , we define τ̂` = ĵ` /m. Our
consistency results says that, when L̂ = L0 − 1 (the estimated number of change-points
is the correct one), and under some technical conditions, we have
h
i
P
max |τ0,` − τ̂` | ≤ εn → 1
+

1≤`≤L0 −1

√
as n → ∞, where εn → 0. An example that satisfies our technical conditions is m = n,
√
εn = 1/ n and ∆β,min = n−1/6 , where ∆β,min is the smallest jump size of the projection
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of λ0 onto Λm . The proof of this result is technically quite involved and builds upon some
techniques developed in [84], based on a careful inspection of the Karush-Kuhn-Tucker
(KKT) optimality conditions for the solutions to the convex problem (3.15). The proof
depends also heavily on a new data-driven Bernstein’s inequality which is a modification
of Equation (3.11) given in Section 3.3 above, for the control of the noise term in this
model which is a martigale with jumps.
We also provide results without the assumption L̂ = L0 − 1, by relaxing the consistency statement using a non-symmetrized Haussdorff distance between the sets of
estimated and true change-points. It allows to give a (weaker) consistency result even
when the number of change points is over-estimated. Let us mention improvements from
previous results given in the simpler signal + white noise setting: compared to [84] we
are able to use the same amount of regularization in all results, and compared to [143]
we do not need an upper bound on the estimated number of change-points for weak
change point consistency.

3.4.4

A direct optimization procedure

The main interest of our approach is that it leads to an extremely fast procedure of
estimation, which is typically linear in m. Indeed, problem (3.15) can be written as
1
β̂ = argmin kN − βk22 + kβkTV,ŵ
2
β∈Rm
+
j
with N being the vector with coordinates N j = N̄n (( j−1
m , m ]) for j = 1, . . . , m. This
means that β̂ = proxk·kTV,ŵ (N ), where proxf (x) is the proximal operator of f , see [44].
This proximal operator is not explicit, hence a standard approach is to reparametrize it
in order to end up with a smooth + `1 objective, that can be minimized using a convex
optimization algorithm.
In this work, we consider instead a “direct” approach, which is much more efficient,
by extending the approach given in [46] to weighted total-variation: from conditions at
optimality on a dual formulation of the problem, we constuct an algorithm that “forces”
these conditions in an “online” fashion, along the coordinates of the parameters (these
conditions are simple box constraints), see Algorithm 1.
We illustrate our method on NCI-60 tumor and normal cell lines, HCC1954 and
BL1954. This dataset was produced and investigated by [42] using the Illumina platform,
where the reads are 36bp long, with respectively 7.72 million reads and 6.65 million reads
after cleaning of the data. In Figure 3.1 are both tumor and cell lines data. This data
consists of a list of reads number, see top of Figure 3.1 for a zoomed plot of the sequence
of reads. For visualization purposes, we give in the bottom of Figure 3.1 the binned
counts of reads over 10000 intervals equispaced on the range of reads.
In Figure 3.2 we plot the best solution (obtained using a 10-fold cross-validation)
of the weighted and unweighted (ŵj = 1) total-variation estimators on the normal and
tumor reads data. For easier visualization we superpose it with the binned reads sequence. We observe in this figure that weighted total-variation gives sharper results:
the piecewise constant intensity is smoother, and the obtained change-points locations
seem, at least visually, better. An important fact is that the runtime of Algorithm 1 is
extremely fast: a solution is obtained in less than one millisecond, on a modern laptop
(implementation is done using python with a C extension). This is due to the fact that
Algorithm 1 is typically linear in the signal size.
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Algorithm 1 Fast computation of θ = argminβ∈Rn 21 ky − βk22 +
Rn ,

Pn−1
j=1

λj |βj+1 − βj |

Require: y ∈
λ1 , . . . , λn−1 > 0
1: i = i0 = i− = i+ ← 1, vmin ← y1 − λ1 , vmax ← Y1 + λ1 , zmin ← λ1 , zmax ← −λ1
2: if i = n then
3:
θn ← vmin + zmin
4:
return θ
5: end if
6: if yi+1 + zmin < vmin − λi+1 then
7:
θi0 = · · · = θi− ← vmin , i = i0 = i− = i+ ← i− + 1, vmin ← yi − λi + λi−1 ,
vmax ← yi + λi + λi−1 , zmin ← λi , zmax ← −λi .
8: else if yi+1 + zmax > vmax + λi+1 then
9:
θi0 = · · · = θi+ ← vmax , i = i0 = i− = i+ ← i+ + 1, vmin ← yi − (λi + λi−1 ),
vmax ← yi + λi − λi−1 , zmin ← λi , zmax ← −λi .
10: else
11:
i ← i + 1, zmin ← yi + λi − vmin , zmax ← yi − λi − vmax .
12:
if zmin ≥ λi then
min −λi
13:
vmin ← vmin + zi−i
, zmin ← λi , i− ← i.
0 +1
14:
end if
15:
if zmax ≤ −λi then
max +λi
16:
vmax ← vmax + zi−i
, zmax ← −λi , i+ ← i.
0 +1
17:
end if
18: end if
19: if i < n then
20:
Go to 6.
21: end if
22: if zmin < 0 then
23:
θi0 = · · · = θi− ← vmin , i = i0 = i− ← i− + 1, vmin ← yi − λi + λi−1 , zmin ← λi ,
zmax ← yi + λi−1 − vmax . Go to 2.
24: else if zmax > 0 then
25:
θi0 = · · · = θi+ ← vmax , i = i0 = i+ ← i+ + 1, vmax ← yi + λi − λi−1 , zmax ← −λi ,
zmin ← yi − λi−1 − vmin . Go to 2.
26: else
zmin
27:
θi0 = · · · = θn ← vmin + i−i
0 +1
28:
return θ.
29: end if
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Figure 3.1: Top: a zoom into the sequence of reads for normal (left) and tumor (right) data; bottom:
binned counts of reads (log-scale) of the normal (left) and tumor (right) data

Figure 3.2: A zoom between reads number 0 and 50M of the weighted (left) and unweighted (right)
total-variation estimators applied to the tumor (top) and normal (bottom) data
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3.4.5

Conclusion

In this work, we prove that convex optimization for the detection of change-points in the
intensity of a counting process is a powerful tool. We introduce a data-driven weighted
total-variation penalization for this problem, with sharply tuned regularization parameters, and prove two families of theoretical results: oracles inequalities for the prediction
error, and consistency in the estimation of change-points. Numerical illustrations on
high-frequency genomics datasets confirm our theoretical findings.

3.5

Doubly Stochastic Proximal Gradient Descent with
Variance Reduction

We introduce in [3] a doubly stochastic proximal gradient algorithm for optimizing a
finite average of smooth convex functions, whose gradients depend on numerically expensive expectations. Our main motivation is acceleration of the training-time of the
penalized Cox partial-likelihood, which is the core model used in survival analysis for
the study of clinical data. The proposed algorithm is doubly stochastic in the sense that
gradient steps are done using stochastic gradient descent (SGD) with variance reduction, where the inner expectations are approximated by a Monte-Carlo Markov-Chain
(MCMC) algorithm. We derive conditions on the MCMC number of iterations under
which convergence is guaranteed, and prove that a linear rate of convergence can be
achieved under strong convexity. This exhibits a similar behaviour as recent SGD-like
algorithms such as Prox-SVRG [184] (which is the basis of our algorithm), SAGA [53],
SDCA [162] and SAG [161]. We illustrate numerically the strong improvement given
by our algorithm, in comparison with a state-of-the-art solver used for the Cox partiallikelihood.

3.5.1

Introduction

Recent stochastic gradient algorithms, such as SAGA [53], Prox-SVRG [184], SDCA [162]
and SAG [161], among others, have shown that it is possible to improve upon proximal
full gradient algorithms for the minimization of convex problems of the form
n

min F (θ) = f (θ) + h(θ) with f (θ) =

θ∈Rd

1X
fi (θ),
n

(3.18)

i=1

where the functions fi are gradient-Lipschitz and h is prox-capable. These algorithms
take advantage of the finite sum structure of f , by using some form of variance-reduced
stochastic gradient descent. It leads to algorithms with a much smaller iteration complexity, as compared to proximal full gradient approach (FG), while preserving (or even
improving) the linear convergence rate of FG in the strongly convex case. However, such
algorithms are relevant when gradients ∇fi have a numerical complexity much smaller
than ∇f , such as for linear classification or regression problems, where ∇fi depends on
a single inner product x>
i θ.
In this paper, we consider the case where gradients ∇fi can have a complexity comparable to the one of ∇f . More precisely, we assume that they can be expressed as
expectations, under a probability measure πθi , of random variables Gi (θ), i.e.,
i

∇fi (θ) = EGi (θ)∼πθ [Gi (θ)].

(3.19)
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This paper proposes a new doubly stochastic proximal gradient descent algorithm (2SPGD),
that leads to a low iteration complexity, while preserving linear convergence under suitable conditions for problems of the form (3.18) + (3.19).
Our main motivation for considering this problem is to accelerate the training-time
of the penalized Cox partial-likelihood [47, 172], which is the core model used in survival
analysis for the study of clinical data. Indeed, medical datasets are growing in size, and it
becomes necessary to improve the scalability and numerical complexity of algorithms in
npat
this field. Survival data (yi , xi , δi )i=1
contains, for each patient i = 1, . . . , npat , a features
d
vector xi ∈ R , an observed time yi ∈ R+ , which is a failure time if δi = 1 (i.e., patient i
contracted the disease at time yi ) or a right-censoring time if δi = 0 (i.e., patienti left
the clinical study at time yi , before contracting the disease). If D = {i : δi = 1} is the
set of patients for which a failure time is observed, if n = |D| is the total number of
failure times, and if Ri = {j : yj ≥ yi } is the index of patients still at risk at time yi ,
the negative Cox partial log-likelihood writes
X
i
1 Xh
>
−`(θ) =
− x>
θ
+
log
exp(x
θ)
.
i
j
n
i∈D

j∈Ri

Lasso and elastic-net penalizations of the partial log-likelihood are introduced in [172]
and [165]. The function −`(θ) is convex and fits in the setting (3.18) + (3.19). Indeed,
fix i ∈ D and introduce
X

fi (θ) = −x>
exp(x>
i θ + log
j θ) ,
j∈Ri

so that
∇fi (θ) = −xi +

X
j∈Ri

xj πθi (j) where πθi (j) = P

exp(x>
j θ)

j 0 ∈Ri

exp(x>
j 0 θ)

,

∀j ∈ Ri .

This entails that ∇fi (θ) satisfies (3.19) with Gi (θ) a random variable valued in {−xi +xj :
j ∈ Ri } and such that
P(Gi (θ) = −xi + xj ) = πθi (j)
for j ∈ Ri (θ). Note that the numerical complexity of ∇fi can be comparable to the
one of ∇f , when yi is close to mini yi (recalling that Ri = {j : yj ≥ yi }). This makes
this setting quite different from the usual case of empirical loss minimization (linear
regression, logistic regression, etc.), where ∇fi has a low numerical cost. Note that our
algorithm can be used as well in other settings, such as Conditional Random Fields [180].
SGD techniques. Recent proximal stochastic gradient descent algorithms [53, 184,
162, 161] build on the idea of SGD or Robbins-Monro [155, 98]. Such algorithms are
designed to tackle large-scale optimization problems (n is large), where it is assumed
implicitely that the ∇fi (smooth gradients) have a low computational cost compared to
∇f , and where h is eventually non-differentiable and is dealt with using a backward or
projection step using its proximal operator.
The principle of SGD is, at each iteration t, to sample uniformly at random an index
i ∼ U[n], and to apply a descent step of the form
θt+1 ← θt − γt ∇fi (θt ).
This step is based on an unbiased but very noisy estimate of the full gradient ∇f , so
the choice of the step size γt is crucial since it has to be decaying to curb the variance
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introduced by random sampling (excepted for averaged SGD in some particular cases,
see [13]). This tends to slow down convergence to a minimum θ? ∈ argminθ∈Rd f (θ).
Gradually reducing the variance of ∇fi for i ∼ U[n] as an approximation of ∇f allows
to use larger – even constant – step sizes and to obtain faster convergence rates. This
is the underlying idea of two methods introduced recently in [53, 184], that use updates
of the form
n


1X
wt+1 ← θt − γ ∇fi (θt ) − ∇fi (θ̃) +
∇fj (θ̃) ,
n
j=1

and θt+1 ← proxγh (wt+1 ). In [184], θ̃ is fully updated after a certain number of iterations,
called phases, whereas in [53], θ̃ is partially updated after each iteration. Both methods
use stochastic gradient descentP
steps, with variance reduction obtained via the centered
1
control variable −∇fi (θ̃) + n nj=1 ∇fj (θ̃), and achieve linear convergence when f is
strongly-convex, namely EF (θk ) − min∈Rd F (x) = O(ρk ) with ρ < 1, which make these
algorithms state-of-the-art for many convex optimization problems.
Numerically hard gradients. A very different, nevertheless classical, “trick” to reduce the complexity of the gradient computation, is to express it, whenever the statistical
problem allows it, as the expectation, with respect to a non-uniform distribution πθ , of
a random variable G(θ), i.e., ∇f (θ) = EG(θ)∼πθ [G(θ)]. Optimization problems with such
a gradient have generated an extensive literature from the first works by Robbins and
Monro [155], and Wolfowitz and Kiefer [98]. Some algorithms are designed to construct
stochastic approximations of the sub-gradient of f + h, see [134, 93, 106, 62]. Others are
based on proximal operators to better exploit the smoothness of f and the properties
of h, see [89, 185, 9]. In this paper, we shall focus on the second kind of algorithms.
Indeed, our approach is closer to the one developed in [9], though, as opposed to ours,
the algorithm developed in this latter work is based on proximal full gradient algorithms
(not doubly stochastic as ours) and does not guarantee a linear convergence.
Our setting. The setting of our paper is original in the sense that it combines both
previous settings. As in the stochastic gradient setting, the gradient can be expressed
as the sum of n components, where n can be very large. However, since these components are time-consuming to compute directly, following the expectation based gradient
computation setting, they are expressed as averaged values of some random variables.
b i (θt ) obtained by
More precisely, the gradient ∇fi (θ) is replaced by an approximation ∇f
an MCMC algorithm. Our algorithm is, from our knowledge, the first one to propose a
combination of two stochastic approximations, hence the name doubly stochastic, which
allows to deal with both, eventual large values for n and the inner complexity of each
gradient ∇fi computation.

3.5.2

A doubly stochastic proximal gradient algorithm

Following the ideas presented in the previous Section, we design a doubly stochastic proximal gradient descent algorithm (2SPGD), by combining a variance reduction technique
for SGD given by Prox-SVRG [184], and a Monte-Carlo Markov-Chain algorithm to
obtain an approximation of the gradient ∇fj (θ) at each step. Thus, in the considered
setting the full gradient writes
i

∇f (θ) = Ei∼U [∇fi (θ)] = Ei∼U EGi (θ)∼πθ [Gi (θ)],
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where U is the uniform distribution on {1, . . . , n}, so our algorithm contains two levels
of stochastic approximation: uniform sampling of i (the variance-reduced SGD part) for
the first expectation, and an approximation of the second expectation w.r.t πθi by means
of Monte-Carlo simulation. The 2SPGD algorithm is described in Algorithm 2.
Algorithm 2 Doubly stochastic proximal gradient descent
Require: Number of phases K ≥ 1, phase-length m ≥ 1, step-size γ > 0, MCMC number of
0
d
iterations per phase (Nk )K
k=1 , starting point θ ∈ R
0
1: Initialize: θ̃ ← θ and compute ∇fi (θ̃) for i = 1, . . . , n
2: for k = 1 to K do
3:
for t = 0 to m − 1 do
4:
Pick i ∼ U[n]
b i (θt ) ← approximation of ∇fi (θt ) using Nk Monte-Carlo Markov-Chain iterations
5:
∇f
b i (θt ) − ∇fi (θ̃) + 1 Pn ∇fj (θ̃)}
6:
ω t+1 ← θt − γ{∇f
j=1
n
7:
θt+1 ← proxγh (ω t+1 )
8:
end for
Pm t 0
1
k
9:
Update θ̃ ← m
t=1 θ , θ ← θ̃, θ̃ ← θ̃
10:
Compute ∇fi (θ̃) for i = 1, . . . , n
11: end for
12: Return: θ̃ K

Following Prox-SVRG [184], this algorithm decomposes in phases: iterations within
a phase apply variance reduced stochastic gradient steps (with a backward proximal step,
see lines 6 and 7 in Algorithm 2). At the end of a phase, a full-gradient is computed
(lines 9, 10) and used in the next phase for variance reduction. Within a phase, each inner
iteration samples uniformly at random an index i (line 4) and obtains an approximation
of the gradient ∇fi at the previous iterate θt by applying Nk iterations of a Monte-Carlo
Markov-Chain (MCMC) algorithm.
When the πθi are Gibbs probability measures, such as in the Cox partial log-likelihood,
we use the independent Metropolis-Hastings algorithm [156] to obtain approximations
b i of the gradients. In this case the produced chain is geometrically uniformly ergodic
∇f
and therefore meets the general assumptions required in our results.

3.5.3

An overview of our results

The norm k · k stands for the Euclidean norm on Rd . A function f : Rd → R is Lsmooth if it is differentiable and if k∇f (x) − ∇f (y)k ≤ Lkx − yk for all x, y ∈ Rd . A
function f : Rd → R is µ-strongly convex if f (x + y) ≥ f (x) + ∇f (x)> y + µ2 kyk2 i.e. if
f − µ2 k · k2 is convex. Asuming that h : Rd → R is lower semi-continuous and closed
convex, its proximal operator is uniquely defined by proxh (x) = argminy∈Rd {h(y) +
1
2
2 kx − yk }. We assume that each fi is convex and Li -smooth, that h is lower semicontinuous and convex closed, and that the error of the MCMC approximation, given by
b it (θt−1 ) − ∇fit (θt−1 ) where it is the index randomly picked at the tth iteration
η t = ∇f
(see line 4 in Algorithm 2) satisfies
kEt η t k ≤

C1
C2
and Et kη t k2 ≤
,
Nk
Nk

(3.20)

where Et is the expectation conditional on θ0 , i1 , θ1 , . . . , it , θt . Condition (3.20) assumes
a control of the bias and the variance of the MCMC approximation. This condition is
satisfied by the independent Metropolis-Hastings algorithm, see [3], which is used for the
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Cox partial likelihood objective. We also denote θ∗ = argminθ∈Rd F (θ), L = max1≤i≤n Li
and assume that supt≥0 kθt − θ∗ k ≤ B for some B > 0.
1
When F is strongly convex, we prove that, whenever the step-size γ ∈ (0, 16L
) and
if the phase length satisfies
ρ=

8Lγ(1 + 1/m)
1
+
< 1,
mγµ(1 − 8Lγ)
1 − 8Lγ

we have, by choosing Nk = k α ρ−k with α > 1, that:
E[F (θ̃K )] − F (θ∗ ) ≤ cρK .
This inequality entails that 2SPGD achieves a linear rate under strong convexity. Now,
1
) and Nk = k α
without the strong convexity assumption, if step-size γ ∈ (0, 8L(2m+1)
with α > 1, we obtain
c0
E[F (θ̄K )] − F (θ∗ ) ≤ ,
K
where θ̄K is the average of iterates θ̃k until phase K.
This result is an improvement of the Stochastic Proximal Gradient algorithm from
[9] since it is not necessary to design a weighted averaged but just a simple average
to reach the same convergence rate. Also, it provides a convergence guarantee for the
non-strongly convex case, which is not proposed in [184]. These results show a trade-off
between the linear convergence of the variance-reduced stochastic gradient algorithm
and the MCMC approximation error.

3.5.4

Experiments

We compare algorithms on the following three datasets, which are standard benchmarks
in survival analysis:
• NKI70 contains survival data for 144 breast cancer patients, 5 clinical covariates
and the expressions from 70 gene signatures, see [179].
• Luminal contains survival data for 277 patients with breast cancer who received
the adjuvant tamoxifen, with 44,928 expressions measurements, see [123].
• Lymphoma contains 7399 gene expressions data for 240 lymphoma patients. The
data was originally published in [5].
We consider three doubly stochastic solvers: 2SGD (this is Algorithm 2 without
variance reduction), our algorithm 2SPGD given by Algorithm 2 and 2SAGA, which is
2SPGD where variance reduction is the one proposed in [53]. All three doubly stochastic
algorithms use the same MCMC approximation code, in the particular case of the Cox
partial likelihood.
We compare these solvers with Cocktail [192], which is a state-of-the-art algorithm
to fit the Cox partial likelihood penalized by the elastic-net. We find Cocktail to provide
a strongest baseline than Coxnet [165], which requires the computation of a full path
of solutions (for varying elastic-net penalization parameters). Cocktail is an algorithm
combining the ideas of coordinate descent and majoration-minimization: each coordinate
θj is updated by minimizing a surrogate function dedicated to this specific coordinate.
Note that Cocktail can be used only with a separable penalization function, while our
approach is generic in the penalization, using its proximal operator.
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Figure 3.3: Convergence of Cocktail, 2SGD, 2SPGD and 2SAGA on NKI70 (left), Lymphoma (middle)
and Luminal (right) datasets. On all datasets, 2SPGD leads to the fastest convergence, 2SAGA has
comparable performance and 2SGD is much weaker, as it uses very noisy gradient steps. The state-ofthe-art solver Cocktail is systematically improved both by 2SPGD and 2SAGA.

The doubly stochastic nature of the considered algorithms makes it hard to compare
them to Cocktail in terms of iteration number or epoch number (number of full passes
over the data), as this is often usually for SGD-based algorithm. Hence, we compare
all algorithms by plotting the evolution of the objective function (the minus Cox partial
log-likelihood + its penalization) with respect to the number of inner products between
a single features vector xi and parameters θ, effectively computed by each algorithm.
This gives a fair way of comparing the effective complexity of all four algorithms.
The same settings are used throughout all experiments,
some of them being tuned
√
by hand: steps size for SGD are taken as γt = 5/ 2 + t, the phase length m for 2SPGD
is equal to the
of failures of each datasets, and the step-size γ is constant and
Pnumber
n
equal to 2n/ i=1 Li , the same step-size is used for 2SAGA. In all doubly stochastic
algorithms, the number of iterations for IMH at each phase k is taken as a linear span
of n/20, . . . , 2n of length K (total number of phases).

Chapter 4

Dynamical graphs and
high-frequency network structure
recovery
The papers described in this Chapter are [151, 152, 16, 15]

In this Chapter, we describe our works on graph dynamics and graph recovery using
patterns of timestamps. The procedures constructed in this Chapter are based on convex
relaxation of the sparsity and the rank of the adjancency matrix, through the `1 -norm
and trace norm.
With E. Richard and N. Vayatis, we worked on an autoregression model for some
graph features. We exploit this structure to obtain a better prediction of the next
snapshot of the adjacency matrix. We prove sharp oracle inequalities for this problem,
and illustrate numerically the benefits of such a dynamical approach. This work is
published in [151, 152] and described in Section 4.1 below.
With E. Bacry and J.-F. Muzy, we consider the multivariate Hawkes process for
modelling the timestamps of users actions on a social media, such as a social network.
We prove sharp oracle inequalities for this problem, which required new probabilistic
results, namely deviation inequalities for matrix martingales in continuous time. This
work is submitted and available in [16, 15], and described in Section 4.2 below.

4.1

Link prediction in graphs with autoregressive features

In this Section we describe the work published in [151, 152]. We consider the problem of
link prediction in time-evolving graphs. We assume that certain graph features follow a
vector autoregressive (VAR) model and we propose to use this information to improve
the accuracy of prediction. Our strategy involves a joint optimization procedure over the
space of adjacency matrices and VAR matrices. On the adjacency matrix it takes into
account both sparsity and low rank properties and on the VAR it encodes the sparsity.
The analysis involves oracle inequalities that illustrate the trade-offs in the choice of
smoothing parameters when modeling the joint effect of sparsity and low rank property.
The estimate is computed efficiently using proximal methods, and evaluated through
numerical experiments.
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4.1.1

CHAPTER 4. GRAPHS WITH AUTOREGRESSIVE FEATURES

Introduction

In this Section, we study the prediction problem where the observation is a sequence of
graphs represented through their adjacency matrices (At )0≤t≤T and the goal is to predict
AT +1 . This prediction problem arises in recommender systems, where the purchases or
preference declarations are registered over time. In this context, users and products can
be modeled as the nodes of a bipartite graph, while purchases or clicks are modeled as
edges. In functional genomics and systems biology, estimating regulatory networks in
gene expression can be performed by modeling the data as graphs and fitting predictive
models is a natural way for estimating evolving networks in these contexts [164]. A
large variety of methods for link prediction only consider prediction from a single instantaneous snapshot of the graph. This includes heuristics based on measures of node
neighbourhoods [119, 124, 160], matrix factorization [103], diffusion [133], or probabilistic methods [171]. More recently, some works have investigated the use of sequences
of observations of the graph to improve the prediction, such as regression on features
extracted from the graphs [150], matrix factorization [104], continuous-time regression
[181] or nonparametric models [159]. In [91], an hybrid approach to dynamic link prediction is considered, based on a mixture of the static approach [119] and an individual
ARIMA modeling of the links evolution.
The work described in this Section is also related to compressed sensing [58, 37].
In fact, due to stationarity assumptions, the amount of available information is very
small compared to the task of predicting the quadratically many potential edges of the
graph. Therefore penalization terms that encourage both sparsity and low-rank of related
matrices are used to recover the edges of the graph. In the static setup, these two effects
have been previously combined for the estimation of sparse and low-rank matrices [153],
the rationale being that graphs containing cliques have bloc-diagonal adjacency matrices
that are simultaneously sparse and low-rank. Key elements in deriving theoretical results
are tools from the theory of compressed sensing [35, 25, 102] and, in particular, the
Restricted Eigenvalue [100, 99, 25]. Our main assumption is that the network effect is a
cause and a symptom at the same time, and therefore, the edges and the graph features
should be estimated simultaneously. We propose a regularized approach to predict the
uncovered links and the evolution of the graph features simultaneously.

4.1.2

Graphs dynamics with autoregressive features

Denote by A a matrix. In the sequel, the notations kAkF , kAkp , kAk∞ , kAk∗ and kAkop
stand, respectively, for the Frobenius norm of A, the entry-wise `p norm, the entry-wise
`∞ norm, the trace-norm (or nuclear norm, given by the sum of the singular values) and
operator norm (the largest singular value) of A. A vector in Rd is always understood as
a d × 1 matrix. We denote by kAk0 the number of non-zero elements of A. Our approach
is based on a number of beliefs which we translate into mathematical assumptions.
Low-rank of adjacency matrices At . This reflects the presence of highly connected
groups of nodes such as communities in social networks, or product categories and groups
of loyal/fanatic users in a market place data, and is sometimes motivated by the small
number of factors that explain nodes interactions.
Autoregressive linear features (VAR models). We assume that intrinsic features
of the graph can explain most of the information contained in the graph, and that these
features are evolving with time. Our approach considers the simplest assumption on
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the dynamics over time of these features and we assume a Vector Autoregressive Linear
Regression model that is described in the next subsection.
Feature map. We consider a list of graph features encoded through a linear map,
called the feature map, of the adjacency matrix with ω : Rn×n → Rd defined by:

>
ω(A) = hΩ1 , Ai, · · · , hΩd , Ai ,
where (Ωi )1≤i≤d is a set of n × n matrices. These matrices can be either deterministic or
random in our theoretical analysis. An example of linear features is the vector of node
degrees (i.e. the number of edges connected to each node. The degree can be computed
from the adjacency matrix using the linear function ω : A 7→ A1 or ω : A 7→ A> 1
respectively for right and left nodes degree. Note that nonlinear features, such as the
count of the number of cycles of length k (k = 3, 4, · · · ) through each node, may be
relevant in real world applications, see Figure 4.1 for classical examples of graph features.
An extensive study of this very interesting case is beyond the scope of the present paper:
such features would lead to a matrix polynomial loss, hence strongly nonconvex, and
thus hard to minimize in practice. We consider a linear model for the evolution of ω(A)

Figure 4.1: Some classical graph features

over time. Namely, we assume that the vector time series (ω(At ))t≥0 has autoregressive
dynamics, given by a VAR (Vector Auto-Regressive) model:
ω(At+1 ) = W0> ω(At ) + Nt+1 ,
where W0 ∈ Rd×d is an unknown sparse matrix and (Nt )t≥0 is a sequence of noise vectors
in Rd . In the following, we shall use the following compact notations:
X T −1 = (ω(A0 ), . . . , ω(AT −1 ))> and X T = (ω(A1 ), . . . , ω(AT ))> ,
which are both T × d matrices, we can write this model in matrix form:
X T = X T −1 W0 + N T ,
where N T = (N1 , . . . , NT )> .

4.1.3

Simultaneous prediction and estimation through penalization

We now introduce the optimization problem which will account for both the prediction
task (anticipate the appearance of new edges in the graph) and the modeling choices
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which are supposed to reflect phenomena observed on real data (smooth evolution of
graph features). We consider that snapshots of the graph (and therefore also the corresponding features) are available at times 1, . . . , T and we want to predict links which
will appear at the next instant T +1. In order to fulfill this double objective, we combine
two regularized problems in an additive fashion based on two terms:
1. First objective - data-fitting term for weight vector W with sparsity-enforcing
penalty
1
J1 (W ) = kX T − X T −1 W k2F + κkW k1 ,
T
where κ > 0 is a smoothing parameter.
2. Second objective - data-fitting term for the features of the adjacency matrix A
with mixed penalty enforcing both sparsity and low-rank
J2 (A, W ) =

1
kω(A) − W > ω(AT )k22 + τ kAk∗ + γkAk1 ,
d

where τ, γ > 0 are smoothing parameters.
The resulting penalized criterion is the sum of the two partial objectives J1 and J2 , and
is jointly convex with respect to A and W :
L(A, W ) =

1
kω(A) − W > ω(AT )k22 + τ kAk∗ + γkAk1
d
1
+ kX T − X T −1 W k2F + κkW k1 .
T

As shown by the introduction of the two functionals, our approach pursues a double

Figure 4.2: Unit balls for the trace norm (left), `1 (middle) and the mixed X 7→ kXk∗ + kXk1 norm
(right). Balls are computed on the set of 2 × 2 symmetric matrices that can be identified to R3 .

goal. On the one hand, the data-fitting term on W in J1 aims at an estimate on the
past data of the weight factor in the autoregressive modeling setup and under a sparsity
constraint. On the other hand, the link prediction goes through the estimation of a
matrix A = AT +1 which should be sparse and low-rank simultaneously. Hence, the
second functional J2 involves a mixed penalty of the form A 7→ τ kAk∗ + γkAk1 , with τ ,
γ smoothing parameters. Such a combination of `1 and trace-norm was already studied
in [75] for the matrix regression model, and in [153] for the prediction of an adjacency
matrix. This mixed norm combines the benefits of each of the two norms and is well
suited for estimating simultaneously sparse and low-rank matrices. In Figure 4.2 we
illustrated the unit balls for the three norms `1 , trace-norm and the `1 + trace norm.
The key observation is that the ball of the mixed norm has singularities at the points
where each of the two other balls are singular, but the singularities get sharper at points
where both norms are singular, namely on the matrices that are sparse and low-rank at
the same time.
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A0 ,
↓ω
ω(A0 ) ,

A1 ,
↓ω
ω(A1 ) ,

···
···

AT
↓ω
ω(AT )

→W

\
A
T +1
↑
\
ω(AT +1 )

Observed adjacency matrices ∈ Rn×n
Features vectors ∈ Rd

Table 4.1: General scheme of our method for prediction in dynamic graph sequences through a feature
map ω.

The set of sparse and low-rank matrices obtained by minimizing an objective including this mixed norm contains matrices that can be written in a block-diagonal or
overlapping block-diagonal form, up to permutations of rows and columns. Here we
extend the approach developed in [153] for the time-dependent setting by considering
data-fitting measures which ensure that the features of the next graph ω(AT +1 ) are close
to W > ω(AT ). The joint estimation-prediction procedure is then defined by
(Â, Ŵ ) ∈

argmin

L(A, W ),

(4.1)

(A,W )∈A×W

where it is natural to take W = Rd×d and A = (R+ )n×n . Table 4.1 summarizes the
methodology in a scheme where the symbols ↓ω represent the feature extraction procedure through the map ω : Rn×n → Rd . The prediction in the feature space is represented
by →W , and is handled in practice by the least squares regression on W . Finally, the
\
\
symbol ↑ that maps the predicted feature vector ω(A
T +1 ) to AT +1 represents the inverse
problem that is solved through the regression penalized by the mixed penalization.

4.1.4

An overview of our theoretical results

A contribution of our work is to provide bounds on the prediction error under a Restricted
Eigenvalue (RE) assumption on the feature map. The main result can be summarized
as follows: the prediction error and the estimation error can be simultaneously bounded
by the sum of three terms that involve homogeneously (a) the sparsity, (b) the rank of
the true adjacency matrix AT +1 , and (c) the sparsity of the true VAR model matrix W0 .
Namely, we prove oracle inequalities for the mixed prediction-estimation error which is
given, for any A ∈ Rn×n and W ∈ Rd×d , by
1
1
k(W − W0 )> ω(AT ) − ω(A − AT +1 )k22 + kX T −1 (W − W0 )k2F .
d
T
We point out that an upper-bound on E implies upper-bounds on each of its two
components. It entails in particular an upper-bound on the feature estimation error
c − W0 )kF that makes k(W
c − W0 )> ω(AT )k2 smaller and consequently controls
kX T −1 (W
b − AT +1 )k2 . We obtain upper
the prediction error over the graph edges through kω(A
bounds that are reminiscent of the bounds obtained for the Lasso [25], and that are of
the following order:
E(A, W )2 =

log n
log n
log d
kW0 k0 +
kAT +1 k0 +
rank AT +1 .
T
d
d
This upper bound exhibits the dependence of the accuracy of estimation and prediction
on the number of features d, the number of edges n and the number T of observed graphs
in the sequence. It indicates, in particular, that an optimal choice for the number d of
features is of order T log n.
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4.1.5

Numerical experiments

Problem (4.1) is solved using an incremental proximal gradient algorithm, see [20, 44],
inspired from [24], see also [144]. It involves a gradient step for the gradient Lipshitz term
(corresponding to the goodness-of-fit term), and several proximal steps, corresponding
to the non-smooth terms, that involves soft-thresholding and spectral soft-thresholding.
First, we illustrate a phase transition diagram incorporating time on simulated data.
In our experiments, the noise matrices Mt are built by soft-thresholding i.i.d. noise
N (0, σ 2 ). We took as input T = 10 successive graph snapshots on n = 50 nodes graphs
of rank r = 5. We used d = 10 linear features, and finally the noise level was set to
σ = 0.5. The competing methods for our problem are: Static Nearest Neighbors, Static
sparse and low-rank from [153], Autoregressive low-rank, Static low-rank, Katz, Adamic
Adar, and Preferential attachment, see [119] and [124]
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Figure 4.3: Left: performance of algorithms in terms of AUC, average and confidence intervals over 50
runs. Right: Phase transition diagram.

We compare our methods to standard baselines in link prediction by comparing
predictions Â of the adjacency matrix AT +1 = A, which is binary, at step T + 1. The
quality of our estimation is measured by the AUC value (Area Under the ROC Curve).
Empirical results averaged over 50 runs with confidence intervals are given in Figure 4.3.
Parameters τ and γ are chosen by a 10-fold cross validation for each of the methods
separately. The right-hand side of Figure 4.3 is a phase transition diagram showing the
impact of both rank and time on the accuracy of estimation of the adjacency matrix.
The results are clearly better as we gain historical depth and the lower the rank of the
adjacency matrix.
We benchmark also our approch on the problem of prediction of sales volumes on a
dataset coming from a web retail company1 . Predicting the popularity of products is
of major interest for marketers and product managers as it allows to anticipate or even
create trends that diffuse in networks. We use a VAR model of order 2, in order to show
the flexibility of our approach. We performed our experiments on the sales volumes
time series of the n = 200 top sold books over T = 25 consecutive weeks excluding the
Christmas period in 2009 of 31972 users. In Figure 4.4 we plot the time series of the
top 20 items from the catalog. We compare estimators of the degrees (book popularity)
based on Ridge and Lasso penalization with our procedure. Tuning parameters κ, τ, γ
are cross-validated using data collected from the same market a year before the test set to
1

The data was provided by the company 1000mercis.
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Figure 4.4: Top: sales volumes of 20 top-sold items weekly sales over the year. Bottom: co-purchases at
each time snapshot.

Relative quadratic error
T = 10
T = 15
T = 20
T = 25

Ridge Regression
1.0037
0.6010
0.3310
0.3356

Lasso
1.0110
0.5401
0.3086
0.3286

Sparse Low-rank
0.9416
0.5304
0.2972
0.3279

Table 4.2: Performance of the prediction of sales volume for three VAR models regularized by: ridge
penalization, `1 penalization, and our strategy with both sparse and low-rank penalizations.

form the training and validation. We evaluated the results in terms of relative quadratic
error over the prediction of the sales volumes. The results are reported in Table 4.2.
From this experiment, we conclude the following. The order of the VAR is an important
factor: fitting a higher order VAR in practice may result in better performance. This
parameter should ideally be chosen using also a cross-validation process. Moreover, the
size of the time window T should be chosen according to the data. A small value of T
leads to poor result due to absence of enough signal, but a too large value harms the
quality of prediction due to nonstationary trends.

4.1.6

Conclusion

In this work, we studied the link prediction problem under structural hypotheses on
the graph generation process (sparse low-rank adjacency and autoregressive features).
Our work establishes a connection between the link prediction problem and compressed
sensing through the use of common tools in the modeling and in the theoretical analysis. Empirical experiments show the benefit of adopting such a point of view. In fact,

46

CHAPTER 4. GRAPHS WITH AUTOREGRESSIVE FEATURES

compared to the existing heuristics, this approach offers a principled search method in
the hypothesis space through the regularization and convex optimization formulation.
The flexibility of our approach and its connections with several active areas of research
makes it very attractive and reveals several interesting directions of investigation for
future work.

4.2

Graphs dynamics and high-frequency network structure recovery

In this Section we describe the work done in [15, 16]. We consider in [15] the problem of
unveiling the network structure of user interactions based on their actions timestamps.
Our inference is based on the minimization of the least-squares loss associated with a
multivariate Hawkes model, penalized by sparsity and low-rank inducing priors. We
provide a first theoretical analysis of the generalization error for this problem. Namely,
we prove a sharp oracle inequality for our procedure, that includes sparsity and lowrank inducing priors. This result involves a new data-driven concentration inequality for
matrix martingales in continuous time, which is a result of independent interest, that
extends previous non-commutative versions of deviation inequalities for martingales in
discrete time. The derivation of such deviation inequalities is given in a more general
setting in [16]. A consequence of our analysis is the construction of sharply tuned
`1 and trace-norm penalizations, that leads to a data-driven scaling of the variability
of information available for each users. Numerical experiments illustrate the strong
improvements achieved by the use of such data-driven penalizations.

4.2.1

Introduction

Understanding the dynamics of social interactions is a challenging problem of fastly
growing interest [52, 115, 48, 116] because of the large number of applications in webadvertisement and e-commerce, where large-scale logs of event history are available.
A common supervised approach consists in the prediction of labels based on declared
interactions (friendship, like, follower, etc.) However such supervision is not always
available, and it does not always describe accurately the level of interactions between
users. Labels are often only binary while a quantification of the interaction is more
interesting, declared interactions are often deprecated, and more generally a supervised
approach is not enough to infer the latent communities of users, as temporal patterns of
actions of users are much more informative.
A recent set of papers [157, 78, 51] consider an approach for recovering latent social
groups directly based on the real actions or events of users, called also nodes in the
following, that uses only the timestamps patterns of the considered events. The models
assume a structure of data consisting in a sequence of independent cascades, containing
timestamps for each nodes. In these works, techniques coming from survival analysis are
used to derive a tractable convex likelihood, that allows to infer the latent community
structure. However, this model requires that data is already segmented into sets of
independent cascades, which is not always realistic. Moreover, it does not allow for
recurrent events, namely a node can be infected only once, and it cannot incorporate
exogeneous factors, namely influence from the world outside the network.
Another approach is based on self-exciting point processes, such as the Hawkes process [85]. Previously used for geophysics, [137], high-frequency finance [14], crime activity
[132], neuroscience [148], genomics [149], this model has been also recently used for the
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modelization of users activity in social networks, see for instance [48, 29, 194, 187]. The
main point is that the structure of the Hawkes model allows to capture the direct influence of a user’s action to the others, based on the recurrency and the patterns of actions
timestamps. It encompasses in the same likelihood the decay of the influence over time,
the levels of interaction between nodes, which can be seen as a weighted asymmetrical
adjacency matrix, and a baseline intensity, that measures the level of exogeny of a user,
namely the spontaneous apparition of an action, with no influence from other nodes of
the network. A toy example is represented in Figure 4.5 for a network with d = 10
nodes.

Figure 4.5: Toy high frequency network with d = 10 nodes. Left: observed timestamps of each nodes,
represented by vertical bars. Right: adjacency matrix. Our aim is to recover this adjacency matrix from
the timestamps.

4.2.2

The multivatriate Hawkes model

Consider a finite network with d nodes, and assume that for a fixed node j ∈ {1, . . . , d},
we observe timestamps {tj,1 , tj,2 , . . .} that correspond
P to actions of node j. With each
node j is associated a counting process Nj (t) =
i≥1 1tj,i ≤t and we consider the d>
dimensional counting process Nt = [N1 (t), . . . , Nd (t)] ∈ Nd , for t ≥ 0. We observe this
process for t in a finite interval [0, T ]. Each Nj has an intensity λj , meaning that

P Nj has a jump in [t, t + dt] | Ft = λj (t)dt,

j = 1, . . . , d,

where Ft is the σ-field generated by N up to time t. Given a set of functions H = {hj,k :
1 ≤ j, k ≤ d}, hj,k : R+ → R+ , that models the time decays of influence between pairs
of nodes, we consider the following parametrization of the intensity
Z
λj,θ (t) = µj +

d
X

aj,k hj,k (t − s)dNk (s),

(0,t) k=1
>
where
θ = [µ, A] with µ =
R
P [µ1 , . . . , µd ] and A = [aj,k ]1≤j,k≤d , and where we denote
i:tk,i ∈[0,t] hj,k (t − tk,i ). The vector µ contains the baseline
(0,t) hj,k (t − s)dNk (s) =
intensities, and A contains the self-excitement matrix, which is viewed as a weighted
asymmetrical adjacency matrix. The functions hj,k are supposed to be known and taken
from H. A typical choice is the dictionary of exponential kernels, i.e., hj,k (t) = e−αj,k t ,
where αj,k ≥ 0 are the decay coefficients. An example of intensity for d = 1 is given in
Figure 4.6.
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Figure 4.6: Intensity of a one-dimensional Hawkes process with exponential kernel (blue line) and associated events (black vertical bars).

4.2.3

An overview of our results

R
P
Let us introduce hλθ , λθ0 iT = T1 dj=1 [0,T ] λj,θ (t)λj,θ0 (t)dt and kλθ k2T = hλθ , λθ iT . We
achieve estimation of µ and A by minimization of a penalization of
RT (θ) =

kλθ k2T

d Z
2X
−
λj,θ (t)dNj (t),
T
[0,T ]
j=1

which is the natural least-squares functional in this setting. Our prior assumptions on
µ and A are as follows:
• Sparsity of µ. Some nodes are basically inactive and react only if stimulated.
Hence, we assume that the baseline vector µ is sparse.
• Sparsity of A. A user interacts only with a fraction of other nodes, meaning that
for a fixed node j, a few aj,k are non-zero. Hence, we assume that A is a sparse
matrix.
• Low-rank of A. Nodes interactions have a community structure. It contains
cliques, leading to a block-diagonal adjacency matrix that has the property of
being sparse and low-rank.
To induce these prior assumptions on the parameters, we use a penalization based on a
mixture of the `1 and trace norms, in the same way as we did in Section 4.1, see references
herein. This penalization is also considered in [194] in the context of MHP, without a
mathematical analysis of the procedure. We introduce the following penalization on
θ = [µ, A]:
pen(θ) = kµk1,ŵ + kAk1,Ŵ + τ̂ kAk∗ ,
(4.2)
where each terms are weighted `1 and trace norm penalizations, given by
kµk1,ŵ =

d
X
j=1

ŵj |µj |,

X

kAk1,Ŵ =

1≤j,k≤d

Ŵ j,k |aj,k |,

kAk∗ =

d
X

σj (A),

j=1

where the σ1 (A) ≥ · · · ≥ σd (A) are the singular values of A. The weights ŵ, Ŵ , and
the coefficient τ̂ are data-driven tuning parameters described below. The choice of these
weights comes from a sharp analysis of the noise terms, see Section 4.2.5 below, and they
lead to a data-driven scaling of the variability of information available for each nodes.
We consider then

θ̂ ∈ argmin RT (θ) + pen(θ) ,
(4.3)
θ∈Rd+ ×Rd×d
+
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which is a solution to the penalized least-squares problem. The data-driven weights ŵ,
Ŵ and τ̂ used in (4.2) are described below. In this quick overview of our results, we
remove terms that can be neglected in practice, see [16] for details. The weights for
`1 -penalization of µ are of order
r
(log d)Nj ([0, T ])/T
ŵj ≈
(4.4)
T
RT
where Nj ([0, T ]) = 0 dNj (t). The weighting of each coordinate j in the penalization of
µ is natural: it is roughly proportional to the square-root of Nj ([0, T )]/T , which is the
average intensity of events on coordinate j. The data-driven weights for `1 -penalization
of A are of order
s
(log d)V̂ j,k (T )
(4.5)
Ŵ j,k ≈
T
where
Z
Z
2
1 t
V̂ j,k (t) =
hj,k (s − u)dNk (u) dNj (s).
t 0
(0,s)
Once again, this is natural: the variance term V̂ j,k (t) is, roughly, an estimation of
the variance of the self-excitements between coordinates j and k. The coefficient τ̂
comes from a new deviation inequality for matrix-martingales in continuous time, see
Section 4.2.5 below. We consider indeed
s
(log d)(kV̂ 1 (T )kop ∨ kV̂ 2 (T )kop )
τ̂ ≈
T
where k · kop stands for the operator norm, namely the largest singular value, where
V̂ 1 (t) is the diagonal matrix with entries
Z
1 t
kH(s)k22,∞ dNj (s),
(V̂ 1 (t))j,j =
t 0
and where V̂ 2 (t) is the matrix with entries
Z
d
X
H j,l (s)H k,l (s)
1 t
(V̂ 2 (t))j,k =
kH(s)k22,∞
dNl (s),
t 0
kH l,• (s)k22
l=1

where k·k2 is the `2 -norm, kXk2,∞ is the maximum `2 norm of
R the rows of X, and where
H l,• is the l-th row of the matrix H with entries H j,k (t) = (0,t) hj,k (t − s)dNk (s).
We prove in [16] that (4.3) satisfies a sharp oracle inequality on the prediction error
measured by kλθ̂ − λk2T , under a restricted eigenvalue condition [25, 101], see [16] for
details. Roughly, this oracle inequality proves that (4.3) satisfies

Nj ([0, T ]) kAk0 (log d)
kµk0 (log d)
2
max
+
max V̂ j,k (T )
kλθ̂ − λkT ≤ inf kλθ − λk2T +
j
j,k
θ
T
T
T

rank(A)(log d)
kV̂ 1 (T )kop ∨ kV̂ 2 (T )kop
+
T
with a large probability. It is the first theoretical guarantee for the MHP model using
sparse and low-rank priors. This inequality proves that θ̂ achieves an optimal tradeoff
between approximation and complexity, where complexity is measured by the sparsity
and the rank of A. The rate of convergence has the “expected” shape (log d)/T , recalling
that T is the length of the observation interval of the process, and these terms are
balanced by the empirical variances coming out of the new deviation results given in
Section 4.2.5 below.
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Figure 4.7: Ground truth matrix A ; recovered matrix using NoPen ; L1 ; wL1 ; L1Nuclear ; wL1Nuclear.
We observe that wL1 and wL1Nuclear leads to better support recovery, as we observe less false positives
outside of the node communities.

4.2.4

Numerical experiments

We conduct experiments on synthetic datasets to evaluate the performance of our method,
based on the proposed data-driven weighting of the penalizations, compared to nonweighted penalizations [194]. We generate Hawkes processes using Ogata’s thinning
algorithm [136], with d = 100, baselines µ sampled uniformly in [0, 0.1], hj,k (t) = e−αt
with α = 1 and an adjacency matrix containing square overlapping boxes, filled with
uniformly sampled values in [0, 0.2]. The matrix is then scaled to have operator norm
equal to 0.8, which guarantees stationarity. An instance of this matrix is given on the
left side of Figure 4.7.
We then compute several procedures on the generated data, restricting them on a
growing interval of length 1000, 2000, 3000, 4000, 5000, and assessing their performance
each time. An overall averaging of the results is done on 10 separate simulations. The
objective (4.3) is convex, with a goodness-of-fit term locally gradient-lipschitz: we use
proximal algorithms with backtracking linesearch. We compare the following procedures: NoPen. direct minimization of the log-likelihood, with no penalization, L1.
non-weighted L1 penalization of µ and A, wL1. weighted L1 penalization of µ and A,
L1Nuclear. non-weighted L1 penalization of µ and A, and trace-norm penalization of
A, wL1Nuclear. weighted L1 penalization of µ and A and trace-norm penalization of A.
The data-driven weights used in our procedures are the ones derived from our analysis,
see Equations (4.4) and (4.5).
Tuning parameters of all the considered procedures are selected using cross-validation,
with a testing error measured by the log-likelihood computed on a held-out test set. We
use two metrics to assess the procedures: error. the relative `2 estimation error of the
parameter θ, given by kθ̂ −θk22 /kθk22 , AUC. the AUC between the binarized ground truth
matrix A and the solution Â with entries scaled in [0, 1].
In Figures 4.7 and 4.8, we compare the procedures in terms of error and AUC. In
Figure 4.7 we can observe, on an instance of the problem, the improvement of wL1
and wL1Nuclear with respect to L1 and L1Nuclear respectively, as we observe less false
positives outside the node communities. Figure 4.8 confirms the fact that weighted
penalizations systematically leads to an improvement, both for L1 and L1Nuclear, in
terms of error and AUC.

4.2.5

Deviation inequalities for matrix martingales in continuous time

The statistical analysis given in this work required new deviation inequalities for matrix
martingales in continuous time, which are developed in [15]. Indeed, it required a control
on the operator norm kZ T kop of the random matrix
Z
Zt =

t

diag[dMs ]H s ,
0
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Figure 4.8: Error for L1 and wL1 ; Error for L1Nuclear and wL1Nuclear ; AUC for L1 and wL1. Abscissa
corresponds to the interval length T . Weighted penalizations systematically leads to an improvement,
both for L1 and L1 + Nuclear penalization, in terms of error and AUC

R
where we recall that (H t )j,j 0 = (0,t) hj,j 0 (t − s)dNj 0 (s). A consequence of our new
deviation inequalities [15] is, for the process Z t , the following Bernstein’s inequality:
r


kZ t kop
2v(x + log(2d)) b(x + log(2d))
P
≥
+
, bt ≤ b, λmax (V t ) ≤ v ≤ e−x ,
t
t
3t
for any v, x, b > 0, where


Z
1 t
diag[λs ]
O
2
kH s k2,∞
ds
Vt=
> −1
O
H>
diag[λs ]H s
t 0
s diag[H s H s ]
and bt = sups∈[0,t] kH s k2,∞ . A problem with this deviation is that it depends on the
unobserved intensity λt , so we proposed in [16] the following empirical version, which
gives that for any x > 0
s
kZ t kop
(x + log d + `ˆx,t )λmax (V̂ t ) (x + log d + `ˆx,t )(10.34 + 2.65bt )
≤8
+
t
t
t
with a probability larger than 1 − 84.9e−x , where


Z
1 t
diag[dNs ]
O
2
kH s k2,∞
V̂ t =
ds
> −1
O
H>
diag[dNs ]H s
t 0
s diag[H s H s ]
and where `ˆx,t is a negligible technical term omitted here. This is a non-commutative
deviation inequality with observable variance.
Because of the wider use of such inequalities, we considered in [16] a more general
structure. We consider a process of the form
Z t
Zt =
As (C s dM s )B s ,
0

Rt
namely with entries (Z t )i,j = k=1 l=1 0 (As )i,k (C s )k,l (B s )l,j (dM s )k,l , where {At },
{C t } and {B t } predictable and where {M t }t≥0 is a “white” matrix martingale, in the
sense that all pairwise quadratic variations between different entries of M t are zero.
We consider two cases: when M t is purely discountinuous and where M t is continuous.
In the purely discountinuous case, we Rwork under the assumption that the entrywise
t
predictable quadratic variation writes 0 λs ds, for some non-negative and predictable
intensity process {λt }t≥0 , and we assume some moment assumptions (sub-exponential
tails). We introduce
 1

Z t
Wt O
2
2
Vt=
kAs k∞,2 kB s k2,∞ W s ds where W t =
,
O W 2t
0
Pp

Pq
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with


−1
W 1t = At diag[A>
diag (C t 2 λt )1 A>
t At ]
t


2
2
>
> −1
>
W t = B t diag[B t B t ] diag (C t
λt ) 1 B t ,
and we introduce also bt = sups∈[0,t] kAs k∞,2 kB s k2,∞ kC s k∞ . Then, we prove that


p
b(x + log(m + n))
, bt ≤ b, λmax (V t ) ≤ v ≤ e−x
P kZ t kop ≥ 2v(x + log(m + n)) +
3
for any x > 0. This Theorem is a first non-commutative Bernstein’s inequality for
countinuous time matrix martingales. Previous results, such as the ones obtained by J.
Tropp, see [176], can be used only for martingales in discrete time.
A simple corollary of this inequality is as follows. Let {N t } be a p × q matrix, each
(N t )i,j is an independent inhomogeneous Poisson processes with intensity (λt )i,j . ConRt
sider the martingale M t = N t − Λt , where Λt = 0 λs ds and let {C t } be deterministic
and bounded. Then, we have
Z t
C s d(N s − Λs )
op
0
s
Z t
Z


t
2
≤ 2
C s 2 λs ds
(x + log(p + q))
Cs
λs ds
∨
0

+

1,∞

0

∞,1

sups∈[0,t] kC s k∞ (x + log(p + q))
3

with a probability larger than 1 − e−x . The variance term in this deviation inequality
depends on (1, ∞) and (∞, 1) norms, since we are in a “Poissonian” regime, while for a
random matrix with independent Gaussian entries, we know from [176] that the variance
depends on the (2, ∞) and (∞, 2) norms of the matrix containing the variances of the
Gaussian entries. In [16] we prove also a non-commutative Hoeffding’s inequality, when
M t has continuous paths.

4.2.6

Conclusion

In this work, we proposed a careful analysis of the generalization error of a MHP-based
modelization of user interactions in a social network. It gives a first theoretical insight
for learning algorithms oriented towards temporal patterns.
Our theoretical analysis required new concentration inequalities for matrix-martingales
in continuous time. Our analysis allowed to exhibit new data-driven tuning of sparsityinducing penalizations, that we assess on a numerical example. More importantly, these
results of probabilistic nature solves the problem of “features scaling” in the Hawkes
model, namely the tuning of the penalization that incorporates the variability of information among nodes.

Chapter 5

Perpectives
In this Chapter, I give a quick overview of my future and ongoing research activities,
both academic and related to research partnerships we have between Ecole polytechnique
and several French health institutions.
Continuity of Chapters 3 and 4. In the continuity of Chapter 4, instead of considering approaches based on penalization by convex relaxation, we want to consider a
Baysian approach. The idea is to consider stochastic graph models, such as the stochastic
block model [139], as a prior for the adjacency matrix of the multivariate Hawkes process,
or of cascades models, that are based on survival analysis [157, 158, 78]. The aim would
be then to obtain community detection results based on indirect observation of the graph
connectivity, via the temporal patterns of nodes’ actions. Such an approach is computationally interesting, because of recent advances in the field of stochastic variational
inference, mean field / belief propagation inference [138, 186, 131, 87, 182, 87]. We have
in particular an ongoing work about a new Mean-Field approach for an “almost-direct”
inference of the multivariate Hawkes process.
Another ongoing research is about convex and non-convex optimization for the
Hawkes model. In Section 3.5 we introduced a new doubly stochastic gradient descent
algorithm for the Cox partial likelihood. Such an approach can also be used for the
Hawkes model, but requires an alternative approach, since the smoothness properties of
the Hawkes log-likelihood is very different from the Cox partial likelihood, and requires
an analysis based on properties of self-corcordant functions [135, 12, 174]. This research
subject will be the PhD subject of M. Bompaire (Ecole polytechnique), starting in Sept.
2015, co-supervised with E. Bacry.
Partnership with French public health institutions. A significant part of my
ongoing and future research is also closely related to big data and machine learning
for health, in partnership with several public health French institutions: Caisse Nationale d’Assurance Maladie (CNAM) and Assistance Publique - Hôpitaux de Paris
(AP-HP). The CNAM’s database is the largest health database in the world. It contains
all reimbursement informations of the French population (65 million people), and this
database weights roughly 1000 terabytes. This partnership requires both technological
and methodological developments: machine learning algorithms for health data, based
on survival analysis and duration models, are almost inexistent in modern large-scale
machine learning libraries. An important part of my work will be devoted to the construction of scalable algorithms for such models, and on their theoretical study. An
ongoing work in on multitask survival analysis: we are constructing a duration model,
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which is able to explain statistically the impact of longitudinal features (such as drugs
taken along time) on many different types of temporal events, such as hospitalization
for specific pathologies. This work is ongoing with a PhD student (M. Achab, Ecole
polytechnique) that I co-supervised with E. Bacry since Sept. 2014.
We also have a partnership with several hospitals from AP-HP, based on large
datasets containing clinical information, diagnostics, and many biological features of
patients. An example of project is with Hôpital Européen Georges Pompidou (HEGP),
on a cohort of over 30000 hypertensive patients followed at HEGP, since at least 5 years.
All structured data from patients follow-ups are kept in the hospital data warehouse.
This database have been chained with the morbidity and mortality data from the ”Centre d’épidmiologie sur les causes médicales de décès de lInserm” and the ”programme
de médicalisation du système dinformation” (PMSI) (databases that contains all diagnosis during hospitalizations). The aim is to estimate the morbidity and mortality
risks, to taylor patients management. This will be the subject of the PhD thesis of S.
Bussy (Univ. Paris 6), that I will co-supervise with A. Guilloux (Univ. Paris 6), A.-S.
Jannot (HEGP) and S. Katsahian (HEGP). Another example of project is to build a
classifier that predicts the pathology code, in order to help physicians earn time when
filling declarative forms. Physicians know that a lot of “thresholds” effects occurs in such
datasets, namely on the biological signals (such as biochemical markers), that we will use
as longitudinal features. We are therefore exploring approaches based on total-variation
regularization, for fitting models with a small number of cuts in their coefficients, which
will allow to include this thresholds prior in the models for better accuracy.
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with design-adapted wavelets. Sankhyā Ser. A, 63(3):328–366, 2001. Special issue
on wavelets.
[56] V. Delouille, J. Simoens, and R. Von Sachs. Smooth design-adapted wavelets for
nonparametric stochastic regression. Journal of the American Statistical Society,
99:643–658, 2004.
[57] D. L. Donoho. Asymptotic minimax risk for sup-norm loss: Solution via optimal
recovery. Probability Theory and Related Fields, 99:145–170, 1994.
[58] D. L. Donoho. Compressed sensing. Information Theory, IEEE Transactions on,
52(4):1289–1306, 2006.
[59] D. L. Donoho and I. M. Johnstone. Ideal spatial adaptation via wavelet shrinkage.
Biometrika, 81:425–455, 1994.
[60] D. L. Donoho, I. M. Johnstone, G. Kerkyacharian, and D. Picard. Wavelet shrinkage: asymptopia? Journal of the Royal Statistical Society. Series B. Methodological, 57(2):301–369, 1995.
[61] P. Doukhan. Mixing, volume 85 of Lecture Notes in Statistics. Springer-Verlag,
New York, 1994. Properties and examples.

BIBLIOGRAPHY

59

[62] J. Duchi, E. Hazan, and Y. Singer. Adaptive subgradient methods for online
learning and stochastic optimization. J. Mach. Learn. Res., 12:2121–2159, July
2011.
[63] S. Efromovich. Nonparametric estimation of a density with unknown smoothness.
Theory of Probability and its Applications, 30:557–661, 1985.
[64] B. Efron, T. Hastie, I. Johnstone, and R. Tibshirani. Least angle regression. Ann.
Statist., 32(2):407–499, 2004.
[65] J. Fan and I. Gijbels. Data-driven bandwidth selection in local polynomial fitting:
variable bandwidth and spatial adaptation. Journal of the Royal Statistical Society.
Series B. Methodological, 57(2):371–394, 1995.
[66] J. Fan and I. Gijbels. Local polynomial modelling and its applications. Monographs
on Statistics and Applied Probability. Chapman & Hall, London, 1996.
[67] S. Gaı̈ffas. Convergence rates for pointwise curve estimation with a degenerate
design. Mathematical Methods of Statistics, 1(14):1–27, 2005.
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[130] N. Meinshausen and P. Bühlmann. Stability selection. J. R. Stat. Soc. Ser. B
Stat. Methodol., 72(4):417–473, 2010.
[131] M. Mezard and A. Montanari. Information, physics, and computation. Oxford
University Press, 2009.
[132] G. O. Mohler, M. B. Short, P. J. Brantingham, F. P. Schoenberg, and G. E. Tita.
Self-exciting point process modeling of crime. Journal of the American Statistical
Association, 2011.
[133] S.A. Myers and J. Leskovec. On the convexity of latent social network inference.
In NIPS, 2010.
[134] A. Nemirovski, A. Juditsky, G. Lan, and A. Shapiro. Robust stochastic approximation approach to stochastic programming. SIAM Journal on Optimization,
19(4):1574–1609, 2009.
[135] Y. Nesterov. Introductory lectures on convex optimization, volume 87. Springer
Science & Business Media, 2004.
[136] Y. Ogata. On lewis’ simulation method for point processes. Information Theory,
IEEE Transactions on, 27(1):23–31, 1981.
[137] Y. Ogata. Space-time point-process models for earthquake occurrences. Annals of
the Institute of Statistical Mathematics, 50(2):379–402, 1998.
[138] M. Opper and D. Saad. Advanced mean field methods: Theory and practice. MIT
press, 2001.
[139] P. Orbanz and D. M. Roy. Bayesian models of graphs, arrays and other exchangeable random structures. Pattern Analysis and Machine Intelligence, IEEE Transactions on, 37(2):437–461, 2015.
[140] P. N. Patil and A. T. A. Wood. Counting process intensity estimation by orthogonal wavelet methods. Bernoulli, 10(1):1–24, 2004.
[141] Victor H Peña, Tze Leung Lai, and Qi-Man Shao. Self-normalized processes: Limit
theory and Statistical Applications. Springer Science & Business Media, 2008.
[142] F. Picard, S. Robin, E. Lebarbier, and J-J Daudin. A segmentation/clustering
model for the analysis of array cgh data. Biometrics, 63(3):758–766, 2007.
[143] J. Qian and L. Su. Shrinkage estimation of common breaks in panel data models
via adaptive group fused lasso, working paper, 2013.
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